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Abstract

This tutorial is intended for researchers interested in network centric computing, computa-

tional grids, and process coordination in a wide-area distributed system. Some of the material

presented in this tutorial originates from Chapters 1, 5, and 6 of the recently published book

"Internet-Based Workow Management: Towards a Semantic Web" [145].
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1 Internet-based Workows

1.1 Workows and the Internet

Nowadays it is very diÆcult to identify any activity that does not use computers to store and

process information. Education, commerce, �nancial services, health care, entertainment, defense,

law enforcement, science and engineering are critical areas of human activity profoundly dependent

upon access to computers. Without leaving her desk, within the time span of a few hours, a scholar

could gather the most recent research reports on wireless communication, order a new computer,

visit the library of rare manuscripts at the Vatican, examine images sent from Mars by a space

probe, trade stocks, make travel arrangements for the next scienti�c meeting, and take a tour of

the new Tate gallery in London. All these are possible because computers are linked together by

the worldwide computer network called the Internet.

Yet, we would like to use the resource-rich environment supported by the Internet to carry out

more complex tasks. Consider, for example, a distributed health-care support system consisting of

a very large number of sensors and wearable computers connected via wireless channels to home

computers, connected in turn to the Internet via high-speed links. The system would be used

to monitor outpatients, check their vital signs, and determine if they are taking the prescribed

medicine; it would allow a patient to schedule a physical appointment with a doctor, or a doctor to

pay a virtual visit to the patient. The same system would enable the Food and Drug Administration

(FDA) to collect data about the trial of an experimental drug and speed-up the drug approval

process; it would also enable public health oÆcials to have instant access to data regarding epidemics

and prevent the spreading of diseases.

Imagine that your business requires you to relocate to a new city. The list of tasks that will

consume your time and energy seems in�nite: buy a new home, sell the old one, �nd good schools

for your children, make the necessary arrangements with a moving company, contact utilities to

have electricity, gas, phone, cable services installed, locate a physician and transfer the medical

records of the family, and on and on. While this process cannot be completely automated, one can

imagine an intelligent system that could assist you in coordinating this activity. First, the system

learns the parameters of problems, e.g., the time frame for the move, the location and price for the

home, and so on. Then, every evening the system informs you of the progress made; for example,

it provides virtual tours of several homes that meet your criteria, a list of moving companies and a

fair comparison among them, and so on. Once you have made a decision, the system works toward

achieving the speci�c goal and makes sure that all possible conicts are either resolved or you are

made aware of them, and you will have to adjust your goal accordingly.

In each of these cases we have a large system with many data collection points, services, and

computers that organize the data into knowledge and help humans coordinate the execution of

complex tasks; we need sophisticated workow management systems.

This chapter introduces Internet-based workows. First, we provide a historic perspective and

review enabling technologies; we discuss sensors and data intensive applications, and present no-

madic, network-centric, and network-aware computing. Then, we introduce workows; we start

with an informal discussion and provide several examples to illustrate the power of the concept and

the challenges encountered. We examine the workow reference model, discuss the relationship be-

tween workows and database management systems, present Internet workow models, and cover

workow coordination. Then, we introduce several workow patterns and workow enactment

models and conclude the chapter with a discussion of challenges posed by dynamic workows.
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1.1.1 Historic Perspective

Historically, very little has happened in the area of computer networks and workows since the fall

of the Roman Empire in 476 A.D. until the 1940s.

The �rst operational computer, the ENIAC, was built by J. Presper Eckert and John Mauchly at

the Moore School of the University of Pennsylvania in the early 1940s and was publicly disclosed in

1946; the �rst commercial computer, UNIVAC I, capable of performing some 1900 additions/second

was introduced in 1951; the �rst supercomputer, the CDC 6600, designed by Seymour Cray, was

announced in 1963; IBM launched System/360 in 1964; a year later DEC unveiled the �rst com-

mercial minicomputer, the PDP 8, capable of performing some 330; 000 additions/second; in 1977

the �rst personal computer, the Apple II was marketed and the IBM PC, rated at about 240; 000

additions/sec, was introduced 4 years later, in 1981.

In the half century since the introduction of the �rst commercial computer, the price perfor-

mance of computers has increased dramatically while the power consumption and the size have

decreased at an astonishing rate. In the summer of 2001 a laptop with 1 GHz Pentium III pro-

cessor has an adjusted price/performance ratio of roughly 2:4� 106 compared to UNIVAC I; the

power consumption has decreased by three to four orders of magnitude, and the size by almost

three orders of magnitude.

In December 1969, a network with four nodes connected by 56 kilobits per second (Kbps) com-

munication channels became operational. The network was funded by the Advanced Research

Project Agency (ARPA) and it was called the ARPANET. The National Science Foundation ini-

tiated the development of the NSFNET in 1985. The NSFNET was decommissioned in 1995 and

the modern Internet was born.

Over the last two decades of the 20th century, the Internet had experienced an exponential,

or nearly exponential growth in the number of networks, computers, and users. We witnessed a

12-fold increase in the number of computers connected to the Internet over a period of 5 years,

from 5 million in 1995 to close to 60 million in 2000. At the same time, the speed of the networks

has increased dramatically.

The rate of progress is astonishing. It took the telephone 70 years to be installed in 50 million

homes in the United States; the radio needed 30 years and television 13 years to reach the same

milestone; the Internet needed only 4 years. Our increasing dependency on computers in all forms

of human activities implies that more individuals will use the Internet and we need to rethink the

computer access paradigms, models, languages, and tools.

1.1.2 Enabling Technologies

During the 1900s we witnessed an increasingly deeper integration of computer and communication

technologies into human activities. Some of us carry a laptop or a wireless palmtop computer at

all times; computers connected to the Internet are installed in oÆces, in schools and libraries and

in cafes. At the time of this writing a large segment of the households in the Unites States , about

25%, have two or more computers and this �gure continues to increase, and many homes have a

high-speed Internet connection.

Signi�cant technological advances will alter profoundly the information landscape. While the

1980s was the decade of microprocessors and the 1990s the decade of optical technologies for data

communication and data storage, the �rst decade of the new millennium will most likely see an

explosive development of sensors and wireless communication (see Fig. 1).

Thus, most of the critical elements of the information society will be in place: large amounts of
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data will be generated by sensors, transmitted via wireless channels to ground stations, then moved

through fast optical channels, processed by fast processors, and stored using high-capacity optical

technology. The only missing piece is a software infrastructure facilitating a seamless composition

of services in a semantic Web3.

In this new world, the network becomes a critical component of the social infrastructure and

workow management a very important element of the new economy.

1980s 1990s 2000s

Sensors and
Wireless

Communication

Optical technologies for
communication and data

storage

technology

time

Microprocessors

Figure 1: Driving forces in the information technology area.

The unprecedented growth of the Internet and the technological feasibility of Internet-based

workows are due to advances in communication, very large system integration (VLSI), storage

technologies, and sensor technologies.

Advances in communication technologies. Very high-speed networks and wireless communication

will dominate the communication landscape. In the following examples the bandwidth is measured

in million bits per second (Mbps), and the volume of data transferred in billions of bytes per

hour (GB/hour). Today T3 and OC-3 communication channels with bandwidth of 45 Mbps and

155 Mbps, respectively, are wide-spread. The amount of data transferred using these links are

approximately 20 and 70 GB/hour, respectively. Faster channels, OC-12, OC-48, and OC-192 with

a bandwidth of 622 Mbps, 2488 Mbps, and 9952 Mbps allow a considerable increase of the volume

of data transferred to about 280 GB/hour, 1120 GB/hour, and 4480 GB/hour, respectively.

Advances in VLSI and storage technologies. Changes in the VLSI technologies and computer

architecture will lead to a 10-fold increase in computational capabilities over the next 5 years and

100-fold increase over the next 10 years. Changes in storage technology will provide the capacity

to store huge amounts of information.

In 2001 a high-end PC had a 1:5 GHz CPU, 256 MB of memory, an 80 GB disk, and a 100

Mbps network connection. In 2003 the same PC is projected to have an 8 GHz processor, a 1 GB

memory, a 128 GB disk, and a 1 Gbps network connection. For 2010 the CPU speed is projected

to be 64 GHz, the main memory to increase to 16 GB, the disk to 2; 000 GB, and the network

connection speed to 10 Gbps.

In 2002 the minimum feature size will be 0:15 �m and it it is expected to decrease to 0:005 �m
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Table 1: Projected evolution of VLSI technology.

Year 2002 2005 2008 2011

Minimum feature size (�m, 10�6 meter) 0.13 0.10 0.07 0.05

Memory

Bits per chip (billions, 109) 4 16 64 256

Logic

Transistors per cm2 (millions, 106) 18 44 108 260

in 2011. As a result, during this period the density of memory bits will increase 64- fold and the

cost per memory bit will decrease 5-fold. It is projected that during this period the density of

transistors will increase 7-fold, the density of bits in logic circuits will increase 15-fold, and the cost

per transistor will decrease 20-fold (see Table 1).

Hand-held network access devices and smart appliances using wireless communication are likely

to be a common �xture of the next decades.

Advances in sensor technologies. The impact of the sensors coupled with wireless technology cannot

be underestimated. Already, emergency services are alerted instantly when air bags deploy after a

traÆc accident. In the future, sensors will provide up-to-date information about air and terrestrial

traÆc and will allow computers to direct the traÆc to avoid congestion, to minimize air pollution,

and to avoid extreme weather. Individual sensors built into home appliances will monitor their

operation and send requests for service directly to the company maintaining a system when the

working parameters of the system are o�. Sensors will monitor the vital signs of patients after they

are released from a hospital and will signal when a patient fails to take prescription medication.

1.1.3 Nomadic, Network-Centric, and Network-Aware Computing

The Internet will gradually evolve into a globally distributed computing system. In this vision, a

network access device, be it a a hand-held device such as a palmtop, or a portable phone, a laptop,

or a desktop, will provide an access point to the information grid and allow end users to share

computing resources and information.

Though the cost/performance factors of the main hardware components of a network access

device, microprocessors, memory chips, storage devices, and displays continue to improve, their

rate of improvement will most likely be exceeded by the demands of computer applications. Thus,

local resources available on the network access device will be less and less adequate to carry out

the user tasks.

At the same time, the demand for shared services and data will grow continuously. Many

applications will need access to large databases available only through network access and to services

provided by specialized servers distributed throughout the network. Applications will demand

permanent access to shared as well as private data. Storing private data on a laptop connected

intermittently to the network limits access to that data, thus, a persistent storage service would be

one of several societal services provided in this globally shared environment.

New models such as nomadic, network-centric, and network-aware computing will help transform

this vision into reality. The de�nitions given below are informal and the requirements of the models

discussed below often overlap.

Nomadic computing allows seamless access to information regardless of the physical location of the

7



end user and the device used to access the Internet.

Network-centric computing requires minimal local resources and a high degree of connectivity to

heterogeneous computational platforms geographically distributed, independently operated, and

linked together into a structure similar with a power grid.

Network-aware computing views an expanded Internet as a collection of services and agents capable

of locating resources and accessing remote data and services on behalf of end users.

Traditional distributed applications consist of entities statically bound to an execution envi-

ronment and cooperating with other entities in a network-unaware manner. A network- unaware

application behaves identically whether it runs on a 100 Gops supercomputer connected to the

Internet via a 145 Mbps link or on a palmtop PC connected to the internet by a 9600 bps channel.

This dogma is challenged by mobile, network-aware applications, capable of recon�guring them-

selves depending on their current environment and able of utilizing the rich pool of remote resources

accessible via the Internet.

Nomadic, network-centric, and network-awarecomputing are a necessity for a modern soci-

ety; they are technologically feasible and provide distinctive economical advantages over other

paradigms.

The needs for computing resources of many individuals and organizations occur in bursts of

variable intensity and duration. Dedicated computing facilities are often idle for long periods of

time. The new computing models are best suited for demand-driven computing.

The widespread use of sensors will lead to many data-intensive, naturally distributed applica-

tions. We say that the applications are data intensive because the sensors will generate a vast

amount of data that has to be structured into some form of knowledge; the applications are dis-

tributed because the sensors, the actuators, the services, and the humans involved will be scattered

over wide geographic areas.

1.1.4 Information Grids; the Semantic Web

The World Wide Web, or simply the Web, was �rst introduced by T. Berners-Lee and his co-workers

as an environment allowing groups involved in high-energy physics experiments at the European

Center for Nuclear Research (CERN) in Geneva, Switzeland, to collaborate and share their results.

The Web is the "killer application" that has made the Internet enormously popular and triggered

its exponential growth. Introduced in the 1990s, the Web is widely regarded as a revolution in

communication technology with a social and economic impact similar to the one caused by the

introduction of the telephone in the 1870s and of broadcast radio and television of the 1920s and

1930s. In 1998 more than 75% of the Internet traÆc was Web related.

While the Web as we know it today allows individuals to search and retrieve information, there is

a need for more sophisticated means to gather, retrieve, process, and �lter information distributed

over a wide-area network. A very signi�cant challenge is to structure the vast amount of information

available on the Internet into knowledge. A related challenge is to design information grids, to look

at the Internet as a large virtual machine capable of providing a wide variety of societal services,

or, in other words, to create a semantic Web.

Information grids allow individual users to perform computational tasks on remote systems and

request services o�ered by autonomous service providers. Service and computational grids are

collections of autonomous computers connected to the Internet. A service grid is an ensemble of

autonomous service providers. A computational grid consists of a set of nodes, each node has several

computers, operates under a di�erent administrative authority, and the autonomous administrative
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domain have agreed to cooperate with one another.

Workows bene�t from the resource-rich environment provided by the information grids but,

at the same time, resource management is considerably more diÆcult in information grids because

the solution space could be extraordinarily large. Multiple avors of the same service may coexist

and workow management requires choices based on timing, policy constraints, quality, and cost.

Moreover, we have to address the problem of scheduling dependent tasks on autonomous systems;

we have the choice of anticipatory scheduling and resource reservation policies versus bidding for

resources on spot markets at the time when resources are actually needed.

Service composition in service grids and metacomputing in computational grids are two di�er-

ent applications of the workow concept that look at the Internet as a large virtual machine with

abundant resources. While research in computational grids has made some progress in recent years,

the rate of progress could be signi�cantly accelerated by the infusion of interest and capital from

those interested in E-commerce, Business-to-Business, and other high economic impact applica-

tions of service grids. Let us remember that though initially developed for military research and

academia, the Internet witnessed its explosive growth only after it became widely used for business,

industrial, and commercial applications. We believe that now is the right time to examine closely

the similarities between these two applications of workows and build an infrastructure capable of

supporting both of them at the same time, rather than two separate ones.

1.1.5 Workow Management in a Semantic Web

Originally, workow management was considered a discipline con�ned to the automation of business

processes, [188]. Today most business processes depend on the Internet and workow management

has evolved into a network-centric discipline. The scope of workow management has broadened.

The basic ideas and technologies for automation of business processes can be extended to virtually

all areas of human endeavor from science and engineering to entertainment. Process coordination

provides the means to improve the quality of service, increase exibility, allow more choices, and

support more complex services o�ered by independent service providers in an information grid.

Production, administrative, collaborative, and ad hoc workows require that documents, in-

formation, or tasks be passed from one participant to another for action, according to a set of

procedural rules. Production workows manage a large number of similar tasks with the explicit

goal of optimizing productivity. Administrative workows de�ne processes, while collaborative

workows focus on teams working toward common goals. Workow activities emerged in the 1980s

and have evolved since into a multibillion dollar industry.

E-commerce and Business-to-Business are probably the most notable examples of Internet-

centric applications requiring some form of workow management. E-commerce has ourished

in recent years; many businesses encourage their customers to order their products online and

some, including PC makers, only build their products on demand. Various Business-to-Business

models help companies reduce their inventories and outsource major components.

A number of technological developments have changed the economics of workow management.

The computing infrastructure has become more a�ordable; the Internet allows low-cost workow

deployment and short development cycles.

In the general case, the actors involved in a workow are geographically scattered and com-

municate via the Internet. In such cases, reaching consensus among various actors involved is

considerably more diÆcult. The additional complexity due to unreliable communication channels

and unbounded communication delays makes workow management more diÆcult. Sophisticated

protocols need to be developed to ensure security, fault tolerance, and reliable communication.
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The answers to basic questions regarding workow management in information grids require

insights into several areas including distributed systems, networking, database systems, modeling

and analysis, knowledge engineering, software agent, software engineering, and information theory,

as shown in Figure 2.

Heterogeneous
Database
Systems

Knowledge
Engineering

Software
Engineering

Modeling and
Analysis

Internet-Based
WorkflowManagement

Distributed
Systems

Software
Agents

Computer
Networks

Figure 2: Internet-based workow management is a discipline at the intersection of several areas in-

cluding distributed systems, networking, databases, modeling and analysis, knowledge engineering,

software agents, and software engineering.

1.2 Informal Introduction to Workows

Workows are pervasive in virtually all areas of human endeavor. Processing of an invoice or of

an insurance claim, the procedures followed in case of a natural disaster, the protocol for data

acquisition and analysis in an experimental science, a script describing the execution of a group

of programs using a set of computers interconnected with one another, the composition of services

advertised by autonomous service providers connected to the Internet, and the procedure followed

by a pilot to land an airplane could all be viewed as workows.

Yet, there are substantial di�erences between these examples. The �rst example covers rather

static activities where unexpected events seldom occur that trigger the need to modify the workow.

All the other examples require dynamic decisions during the enactment of a case: the magnitude of

the natural disaster, a new e�ect that requires rethinking of the experiment, unavailability of some

resources during the execution of the script, and a severe storm during landing require dynamic

changes in the workow for a particular case. For example, the pilot may divert the airplane to a

nearby airport, or the scientist may request the advice of a colleague.

Another trait of the second group of workows is their complexity. These workows typically

involve a signi�cant number of actors: humans, sensors, actuators, computers, and possibly other

man-made devices that provide input for decisions, modify the environment, or participate in the

decision-making process. In some cases, the actors involved are colocated; then the delay expe-

rienced by communication messages is bounded, the communication is reliable, and the workow

management can focus only on the process aspect of the workow.

In this section we introduce the concept of workow by means of examples.
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1.2.1 Assembly of a Laptop

We pointed out earlier that several companies manufacture PCs and laptops on demand, according

to speci�c requirements of each customer. A customer �lls out a Web-based order form, the orders

are processed on a �rst come, �rst served basis and the assembly process starts in a matter of hours

or days. The assembly process must be well de�ned to ensure high productivity, rapid turnaround

time, and little room for error.

We now investigate the detailed speci�cation of the assembly process of a computer using an

example inspired by Casati et al. (1995) [45].

(b)

Process order

Assemble laptop

PC?

Assemble PC

Begin

Deliver product

End

Yes No

(a)

Prepare box
Prepare

motherboard

Install CPUInstall power
supply

Install memory

Start assembly of box  and
motherboard

End assembly of box  and
motherboard

Install screen

Install disk
controller

(c)

Examine order

Gather
components

Assemble box
and motherboard

Install
motherboard

Install internal
disk

Install network
card

Install videocard

Insert modem

Plug in CD and
floppy module

Plug in battery

Test assembly

Start
assembly

End assembly

B

C

A

D

E

F

G

H

I

J

K

L

Figure 3: The process of assembly of a PC or a laptop. (a) The process describing the handling of

an order. (b) The laptop assembly process as a sequence of tasks. On the right the states traversed

by the process. In state A the task Examine order is ready to start execution and as a result of its

execution the system moves to state B when the task Gather components is ready for execution.

(c) The process describing the assembly of the box and motherboard.

The entire process is triggered by an order from a customer, as shown by the process description

in Figure 3(a). We have the choice to order a PC or a laptop. Once we determine that the order is

for a laptop, we trigger the laptop assembly process. The laptop assembly starts with an analysis of

11



customer's order, see Figure 3(b). First, we identify the model and the components needed for that

particular model. After collecting the necessary components, we start to assemble the laptop box

and the motherboard; then we install the motherboard into the box, install the hard disk followed

by the network and the video cards, install the modem, plug in the module containing the CD and

the oppy disk, mount the battery, and �nally test the assembly.

Some of the tasks are more complex than the others. In Figure 3(c) we show the detailed

description of the task called assemble laptop box and motherboard. This task consists of two

independent subtasks:

(i) prepare the box and install the power supply and the screen;

(ii) prepare the motherboard, install the CPU, the memory, and the disk controller.

Task execution obeys causal relationships, the tasks in a process description such as the ones in

Figure 3 are executed in a speci�c order. The "cause" triggering the execution of a task is called an

event. In turn, events can be causally related to one another or may be unrelated. A more formal

discussion of causality and events is deferred until Chapter 2. Here we only introduce the concept

of an event.

A �rst observation based on the examples in Figure 3 is that a process description consists

of tasks, events triggering task activation, and control structures. The tasks are shown explicitly

while events are implicit. Events are generated by the completion of a task or by a decision made

by a control structure and, in turn, they trigger the activation of tasks or control structures. For

example, the task "assemble laptop" is triggered by the event "NO" generated by the control

structure "PC?"; the task "install internal disk" in the process description of the laptop assembly

is triggered by the event signaling the completion of the previous task "install motherboard."

The process descriptions in Figure 3 are generic blueprints for the actions necessary to assemble

any PC or laptop model. Once we have an actual order, we talk about a case or an instance of the

workow. While a process description is a static entity, a case is a dynamic entity, i.e., a process

in execution. The traditional term for the execution of a case is workow enactment.

A process description usually includes some choices. In our example the customer has the choice

of ordering a PC or a laptop as shown in the process description in Figure 3(a). Yet, a process

description contains no hints of how to resolve the choices present in the process description. The

enactment of a case is triggered by the generation of a case activation record that contains the

attributes necessary to resolve some choices at workow enactment time. In our example the

information necessary to make decisions is provided by the customer's order. The order is either

for a PC or for a laptop; it speci�es the model, e.g., Dell Inspirion 8000; it gives the customer's

choices, e.g., a 1.5 GHz Pentium IV processor, 512 MB of memory, a 40 GB hard drive.

1.2.2 Computer Scripts

Scripting languages provide the means to build exible applications from a set of existing compo-

nents. In the Unix environment the Bourne shell allows a user to compose several commands, or

�lters, using a set of connectors. The connectors include the pipe operator "|" and re-direction

symbols ">" and "<".

Let us now examine a simple script. The last shell command displays login and logout infor-

mation about users and the terminals they used to connect to a system; the sort command sorts

the input lines and writes the result on the standard output.

The following script lists all users of a system, sorts the list alphabetically, and writes it to �le

"users":
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last | sort -u > users

Often, a complex computational task requires the coordinated execution of several programs.

Consider the following example: We have a �le containing the electron microscope images of a

virus. The virus has two components, a large structure with icosahedral symmetry connected to a

much smaller structure with unknown symmetry.

A

B E

CD

G

F

Figure 4: The process described by the Pearl-like script. Dotted lines correspond to choices; either

D or C are executed.

We have a program A that processes individual images and isolates images of each of the two

structures, a program B capable of determining the orientation of each projection of a symmetric

particle, and two versions of a program to perform a three-dimensional reconstruction of a sym-

metric particle from two-dimensional projections. One of the two versions, D, allows interactive

visualization during the reconstruction and the other one, C, does not, see Figure 4.

We also have a program E able to determine the orientation of an asymmetric particle, a program

F to perform a three-dimensional reconstruction of an asymmetric particle from two-dimensional

projections and, �nally, a program G able to combine the two three-dimensional representations of

the symmetric and asymmetric particles.

The graph in Figure 4 shows the dependencies and the data ow between the seven programs.

The execution of program A produces results needed for the execution of programs B and E that

can be executed concurrently. Program F is executed sequentially after E. The dotted lines

connecting B with C and D mean that there is a choice and either C or D will be executed but

not both. Concurrent tasks must be synchronized at some point in time. In our example, program

G can only be executed after B followed by either C or D and E followed by F have terminated.

Scripting languages such as Pearl could be used to describe such a complex computational task.

The following Pearl-like script involves the execution of the seven programs on some system:

#!/usr/bin/perl

# Start program A # arg1, arg2 are arguments if any.

open(PROGA, "progA arg1 arag2 |") or die "cannot start \n";
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# Program A returns the

# program ids, pids of

# its children, B and E

$pidofB = <PROGA>;

$pidofE = <PROGA>;

waitpid $pidofB; # wait until B ends

if ($ARGV[0] eq "-display") # do we want to display?

{

@arg = ("C", "arg1", "arg2"); # start program C;

system(@arg) # wait until C ends

}

else

{

@arg = ("D", "arg1", "arg2"); # start program D;

system(@arg) # wait until D ends

}

waitpid $pidofE; # wait until E ends

@arg = ("F", "arg1", "arg2"); # start program F

system(@arg); # wait until F ends

@arg = ("G", "arg1", "arg2"); # start program G

system(@arg);

The directed graph in Figure 4 is a process description where each task corresponds to the

execution of a program. The directed links reect producer-consumer relationships, one program

produces results used as input by the other. The precursor of a program P in the activity graph

is the program generating the data P needs for execution. The preconditions of P are all the

conditions necessary for the activation of P , including computing resources and data. Examples

of resources are primary and secondary storage, specialized hardware such as video cards, software

libraries, and so on.

1.2.3 A Metacomputing Example

Let us now examine a di�erent scenario. Instead of being forced to execute the set of programs in

the previous example on a single system we have access to a computational grid. Each program

can be executed on a subset of grid nodes. This paradigm is known as metacomputing.

Consider a grid G = (N ;L) with N = fNig; i 2 (1; q), the set of nodes and L = fLjg; j 2 (1; r),

the set of communication links.

Now the enactment of a case is slightly more complex. Call P = fPkg; k 2 (1; p) the set of

programs involved in the metacomputing exercise. For every member of the set 8P 2 P call

R(P ) � N the set of nodes of the grid where P could run. To execute a program P 2 P we need

to go through the following steps:

(i) Identify R(P ) in the activation record of the case, or contact a resource broker capable of

locating the subset of grid nodes where P may run. A resource broker maintains information about

resources available on a grid. It acts as a matchmaker between clients and servers.

(ii) Select one member of the set Ni 2 R(P ) to minimize a cost function and/or to satisfy a

policy requirement. For example, we may select Ni to minimize the execution time and/or the
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Figure 5: Workow planes: (i) the process description plane; (ii) the resource plane; (iii) the

communication plane.

communication costs. A policy requirement could be to avoid a node Nj under some conditions.

(iii) Ensure that the preconditions of P are satis�ed on node Ni. For example we need to make

sure that the data produced by the precursor of program P in the activity graph is available on

node Ni. The precursor may have been allocated to node Nk, thus, we have to migrate the data

needed as input by P from Nk to Ni. To minimize communication costs we may need to compress

the data on Nk before transmission and then uncompress it on Ni.

(iv) Start P , monitor its execution, and generate an event signaling its completion.

Figure 5 illustrates the additional complexity encountered in the enactment of a process on a

grid and identi�es three aspects of a workow:

1. the process dimension,

2. the resource allocation dimension, and

3. the communication dimension.

The three dimensions cover the abstract de�nition of the process, the interactions between the

workow and the computational grid, and, last but not least, the communication between various

entities involved. The communication plane consists of activities such as data staging from the

producer of the data to the consumer of it, data compression and uncompression, data encryption

and decryption, format transformations.

Even in this case we may be able to write a Pearl script to perform these computations, but

the script would be rather complex. From this example we see that metacomputing requires a

middleware layer performing functions similar to the ones provided by the operating system of a

computer.
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1.2.4 Automatic Monitoring and Benchmarking of Web Services

Let us now consider an E-commerce application. We assume that the reader is a casual user of

Web services and at some point or another in time has experienced the frustration of waiting to

make an online airline reservation, access her brokerage account, or buy a product online.

We assume that company X intends to rely on a cluster of Web servers to provide its services

over the Internet and it is very concerned with the response time, the time it takes a client to carry

out a transaction. Clearly the response time depends on the load placed on the servers and also on

the communication time.

Company X decides to employ company Y to benchmark its cluster of servers before making

them available to the general public. Benchmarking means evaluating the performance of a system

using an arti�cial workload similar to the one encountered during the normal use of the system.

Company Y uses commercially available benchmarking software as well as proprietary products

for Web benchmarking. Company Y has several sites around the world and attempts to determine

the response time as seen by a local user under di�erent loads placed on the server.

The �rst step undertaken by company Y is to download the benchmarking software and the

�les containing the access patterns for the Web server cluster of company X at each site selected

to carry out the measurements. The access patterns describe the actual object requested from the

servers, as well as the timing of the request. Once the software and the access description �les are

installed at each site, the measurements are carried out for a period of several weeks at di�erent

instances during the day and measurement data are collected.

The next phase is data analysis. Data from all the measurement sites as well as the logs

maintained by the Web server are collected at the site where the analysis tools are installed. During

this phase, a statistical analysis reveals the distribution of the response time as a function of the

time of the day and the load placed on the server. Finally, the results are reported to company X.

Company X then reacts to the results by adding more systems to the server, redistributing the

objects on the servers, and by establishing a relationship with content-delivery services such as

Akamai (see Section 2.10.2). The content delivery services replicate the objects on servers located

closer to the point of consumption and reduce both the load placed on the company servers and

the communication delays.

The process described above is a workow consisting of several activities: software installation,

measurements, and data analysis that have to be properly coordinated. An actual implementation

of a benchmarking system for a Web server is presented in Chapter 8 of [145].

1.2.5 Lessons Learned

We identi�ed two components of a workow:

1. A static component, the process description. The primitives concepts necessary to describe a

process are tasks, events, and control structures.

2. Dynamic components, cases. The enactment of a case is triggered by the generation of an

activation record.

We also observed that a workow may involve primitive tasks, as well as complex tasks that

can be decomposed into a set of primitive tasks. Both workow description and workow enact-

ment should support hierarchical decomposition and aggregation. Process descriptions must have

provisions to specify sequential tasks, concurrent tasks, and choice.

In our �rst example we examined a workow where the individual tasks necessary to assemble
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a laptop are carried out by humans. In our second example, all tasks are handled by computers

interconnected by communication networks. The humans trigger only the execution of a case.

Our third example covered process coordination on a grid. The enactment on a grid raises two

important questions: (i) how to coordinate the process execution and (ii) how to monitor and

control each individual task. This subject is discussed in depth in Section 1.5. Here we note only

that we need several agents, one to coordinate the enactment of a case and individual agents to

control the execution of each task.

1.3 Workow Reference Model

We now turn our attention to the common elements of the workows presented earlier and describe

an abstraction, a model, for workow management proposed by the Workow Management Coali-

tion (WfMC), see Figure 6. From our examples it is clear that we need an environment to de�ne

the process, one to control its execution, and one to monitor di�erent phases of the execution.
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Figure 6: The workow reference model

The model in Figure 6 describes the architecture of a system supporting workow management.

Once we are able to identify the tasks required and their relationships, we need some language

and a set of tools to de�ne the process. The next phase is the workow enactment phase, when

an engine takes as input the description of the process and instantiates individual tasks. The

workow enactment engine interacts with several components; some provide feedback regarding the

execution, others support auxiliary services, allow the engine to interact with legacy applications,

or provide results to various clients. Several interfaces link the workow enactment engine to the

other components of the system.

Monitoring and control tools report partial results, perform consistency checks, monitor the

quality of service, inform the engine about the completion of individual tasks, and so on. Legacy
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applications like database systems are often involved in workow management. Auxiliary compo-

nents are used for functions such as data staging, security management, and data compression.

Though we are only interested in computer-assisted workow management, the model discussed

in this section is general; the process could be described in a natural language, the role of the

workow enactment engine could be played by an individual, monitoring could be done by humans

and/or electronic or mechanical devices.

1.4 Workows and Database Management Systems

Early workow management systems were based exclusively on a transactional model and were

implemented on top of database management systems (DBMS). The database literature identi�es

three types of workows:

(i) human-oriented,

(ii) system-oriented, and

(iii) transactional.

Transactional workows consist of a mix of tasks, some performed by humans, others by com-

puters, and support selective use of the transactional properties for individual activities or for the

entire workow [58]. In the transactional models a task is carried out by a transaction.

1.4.1 Database Transactions

We now take a closer look at transactions in database systems to understand some of the subtle

di�erences between a database transaction and a generic task. In database systems queries translate

into transactions. Transactions are computations that transform a database through a sequence of

read and write operations.

The concept of a transaction was introduced by Jim Gray. In his seminal work [53] he reects

on the concept of a transaction in contract law and points out that two parties negotiate before

making a deal and then the deal is made binding by the joint signature of a document; if the parties

are suspicious of one another they appoint an intermediary to coordinate the commitment of the

transaction.

This perspective outlines the permanent and unambiguous e�ects of a transaction in contract

law. A database transaction inherits these properties from the business transaction; it is a unit of

consistent and reliable computation. A transaction operates on a database and generates a state

transition, leaving the database in a di�erent state. A database transaction consists of a sequence

of read and write operations on the database together with some computations.

The consistency and reliability characteristics of a database transaction are a consequence of

the ACID properties; this acronym results from concatenating the initials of individual properties:

Atomicity: the transaction is an atomic unit of work and it is either successful and committed or

fails and is aborted.

Consistency: a transaction leaves a database in a consistent state. The database may be in an

inconsistent state on a temporary basis during the execution of the transaction.

Isolation: concurrent transactions do not introduce inconsistencies in the database, a transaction

does not expose partial results of its execution.

Durability: the e�ects of a committed transaction are permanent.
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Transactions are classi�ed based on several criteria, one of them being their lifetime. Short

transactions are executed in a matter of seconds while long transactions like the ones involving

image processing or complex computations could take hours or even days. Flat transactions have

single starting and termination points. Nested transactions contain embedded subtransactions.

1.4.2 Workow Products

Several database workow products designed to automate the business process are available. Ac-

cording to Special Report on Workow Products [186], these products address three application

areas:

1. Processing of transactions such as credit approval and insurance claims. The processing is highly

repetitive and structured and the volume of transactions is usually very high and involves many

participants.

2. Administrative processing such as monthly expense reports. The volume of transactions and

the number of participants is lower. Some changes are possible.

3. Ad hoc and collaborative processing such as creating, routing, and tracking oÆce documents.

The workow is usually low throughput and involves few participants.

According to the Workow Management Coalition, a nonpro�t organization of workow vendors,

users, analysts, and research groups [188], the key bene�ts of using workow products are:

(i) Improved eÆciency { automation of many business processes results in the elimination of many

unnecessary steps.

(ii) Better process control { improved management of business processes achieved through stan-

dardizing working methods and the availability of audit trails.

(iii) Improved customer service { consistency in the processes leads to greater predictability in

levels of response to customers.

(iv) Flexibility software control over processes enables their redesign in line with changing business

needs.

(v) Business process improvement { focus on business processes leads to their streamlining and

simpli�cation.

Workow systems include a number of standard components: a design utility for constructing

a workow map; a rules engine for de�ning and executing the process; a client interface; and

administrative and run-time management utilities.

Workow products were o�ered in the 1980s: the �rst vendor was File-NET with Worko,

followed by IBM with Flowmark, and Bull with FlowPath. There are several hundred workow

products o�ered today and the workow industry is experiencing a growth rate of 20% to 30% per

year.

We now list some of the most signi�cant features of several workow products.

FlowMark. The design of this IBM product is based on an object-oriented database. It consists

of four components:

1. the application server;

2. the database server, either Object Store or DB2;

3. a run-time client;

4. a built run-time client.

The system is scalable; it uses service brokers to connect to di�erent operating environments.
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The enactment engine uses several services such as noti�cation, navigation, distribution, audit trail,

and so on.

InConcert. This product of InConcert company is a client-server system supporting Oracle,

Sybase, or Informix databases. The system allows dynamic workow modi�cations.

JetForm. This product of JetForm company is based on three-tier client server architecture and

supports any relational database including Oracle and Sybase. The system has a Web browser

interface.

Workow. The system produced by Eastman Software is designed for distributed workows. The

system is scalable, consists of a network of workow servers and supports load balancing and a

"failsoft" fault tolerance model. The security support is limited and the system does not allow the

use of time as a variable in the decision-making process.

WorkFlo. The WorkFlo system produced by Panagon is designed for distributed workows. The

system is scalable, consists of a network of workow servers, and has adequate security support.

The system is compliant with the WfMC speci�cations.

1.5 Internet Workow Models

Workow models are abstractions revealing the most important properties of the entities participat-

ing in a workow management system. When the activities invoked by a process require Internet

services, we talk about Internet workows. The Internet services could be limited to transport

services or may cover societal services such as directory, event, brokerage, and so on. The activ-

ities of an Internet workow are carried out by autonomous service providers and the workow

management requires service composition.

1.5.1 Basic Concepts

We now provide several de�nitions necessary for the models presented in this section.

De�nition. Tasks are units of work to be performed by the agents, humans, computers, sensors,

and other man-made devices involved in the workow enactment. A task is characterized by:

(i) Name { a string of characters uniquely identifying the task.

(ii) Description { a natural language description of the task.

(iii) Actions { an action is a modi�cation of the environment caused by the execution of the task.

(iv) Preconditions { boolean expressions that must be true before the action(s) of the task can take

place.

(v) Postconditions { boolean expressions that must be true after the action(s) of the task do take

place.

(vi) Attributes { provide indications of the type and quantity of resources necessary for the execution

of the task, the actors in charge of the tasks, the security requirements, whether the task is reversible

or not, and other task characteristics.

(vii) Exceptions { provide information on how to handle abnormal events. The exceptions supported

by a task consist of a list of pairs: (event, action). The exceptions included in the task exception

list are called anticipated exceptions, as opposed to unanticipated exceptions. In our model, events

not included in the exception list trigger replanning. Replanning means restructuring of a process,

rede�nition of the relationship among various tasks.
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A composite task is a structure describing a subset of tasks and the order of their execution. A

primitive task is one that cannot be decomposed into simpler tasks. A composite task inherits some

properties from workows, it consists of tasks, has one start, and possibly several end symbols. At

the same time, a composite task inherits some properties from tasks, it has a name, preconditions,

and postconditions. There are no actions and exceptions associated with a supertask.

De�nition. A routing task is a special-purpose task connecting two tasks in a workow description.

The task that has just completed execution is called the predecessor task, the one to be initiated

next is called the successor task A routing task could trigger the sequential, concurrent, or iterative

execution. We distinguish several types of routing tasks:

A fork routing task triggers execution of several successor tasks. Several semantics for this construct

are possible:

(i) all successor tasks are enabled,

(ii) each successor task is associated with a condition and these conditions are evaluated and

only the tasks with a true condition are enabled,

(iii) same as (ii) but the conditions are mutually exclusive and only one condition may be true,

thus, only one task is enabled, and

(iv) nondeterministic, k out of n > k successors are selected at random to be enabled.

A join routing task waits for completion of its predecessor tasks. There are several semantics for

the join routing task:

(i) the successor is enabled after all predecessors end,

(ii) the successor is enabled after k out of n > k predecessors end, and

(iii) iterative { the tasks between the fork and the join are executed repeatedly.

Routing tasks and workow patterns are discussed in Section 1.7.

De�nition. A process description, also called a workow schema, is a structure describing the

tasks or activities to be executed and the order of their execution. A process description contains

one start and one end symbol.

A process description can be provided in a workow de�nition language (WFDL), supporting

constructs for choice; concurrent execution, the classical fork, join constructs; iterative execution.

An alternative description of a workow can be provided by a transition system describing the

possible paths from the current state to a goal state.

Sometimes, instead of providing a process description, we may specify only the goal state and

expect the system to generate a workow description that could lead to that state through a set

of actions. In this case, the new workow description is generated automatically, knowing a set of

tasks and the preconditions and postconditions of each one of them. In Arti�cial Intelligence this

activity is known as planning.

De�nition. A case is an instance of a process description.

The start and the stop symbols in the workow description enable the creation and the termi-

nation of a case.

De�nition. An enactment model describes the steps taken to process a case.

When all tasks required by a workow are executed by a computer or by humans required to

report the results to a computer, the enactment can be performed by a computer program called

an enactment engine.
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Figure 7: (a) The life cycle of a workow. (b) The life cycle of a computer program. The workow

de�nition is analogous to writing a program; planning is analogous to automatic program gen-

eration; veri�cation corresponds to syntactic veri�cation of a program; and workow enactment

mirrors the execution of the compiled program.

1.5.2 The Life Cycle of a Workow

The phases in the life cycle of a workow are creation, de�nition, veri�cation and enactment.

There is a striking similarity between the life cycle of a workow and that of a traditional computer

program, namely, creation, compilation, and execution, see Figure 7.

The workow speci�cation by means of a workow description language is analogous to writing

a program. Planning is equivalent to automatic program generation. Workow veri�cation corre-

sponds to syntactic veri�cation of a program, and workow enactment mirrors the execution of a

compiled program.

Static workows are typically used by traditional workow management applications such as

oÆce automation, whereas Internet applications are likely to require dynamic workows.

There is some interest in automatic program generation, some Problem Solving Environments

allow a user to select a particular processing path and then assemble the modules capable of

performing the desired actions, compiling them, and producing a custom object code.

1.5.3 States, Events, and Transition Systems

To monitor the progress of a case, we need to introduce the concept of state. The state of a process

is de�ned as a vector of events, the last one for each chain of causally related events. The state
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space of a process is the set of states a process may reach. The state of a case at time t is de�ned

in terms of tasks already completed at that time. Events cause transitions between states.

1

2 5

6

Install power
supply

7

4

Prepare
case

Prepare
motherboard

Install CPU

Install memory

Install disk
controller

Install
screen

3

8

Done

9

Figure 8: The tasks and the events in the assembly of the box and motherboard. The circles with

a number inside show the events. For example (3) is the event generated after we have completed

the installation of the power supply.

Identifying the states of a process consisting of concurrent activities is considerably more diÆcult

than the identi�cation of the states of a strictly sequential process. Indeed, when several activities

could proceed concurrently, the state has to reect the progress made on each independent activity.

In the simple case described by the process in Figure 3(b), we can easily identify the states of

the process and label them as

A;B;C;D;E; F;G;H; I; J;K;L

We say that the system is in state D if the last event witnessed is the completion of the assembly

of the laptop box and of the motherboard; it is in state H if we have installed the video card, and

so on.

We now introduce several types of graphs describing the states and the transitions between

states. First, we provide a formal de�nition of a transition system.

De�nition. A transition system is a directed graph. The nodes of the graph correspond to the

states of the system and the edges denote the events in the system. A transition system has two
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distinguished states, an initial state with no incoming edge and a goal or termination state with no

outgoing edge. All the other states of the system are called internal states.

In Figure 8 we concentrate on the assembly of the box and motherboard and show both the

tasks and the events. Here the events are labeled independently. For example, (3) is the event

generated when the installation of the power supply was completed, (1) is the event triggering the

assembly of the box and motherboard, and (9) is the event signaling that the laptop box and the

motherboard are ready.
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Figure 9: The transitions system for the process describing the assembly of the laptop box and

motherboard. States are labeled by the last events generated before the system reached that state.

Each transition is labeled by the event(s) causing that transition. For example, in state S5, the

label (2; 5) indicates that we have completed tasks 2 and 5. There are three ways to reach this

state: (i) from state S2 when event 5 occurs; (ii) from state S3 when the event 2 occurs; (iii) from

the initial state S1 if both events 2 and 5 occur at the same time. Once in state S5, there are three

transitions out of it: (i) event 3 occurs and we reach state S7; (ii) event 6 occurs and we reach

state S8; (iii) events 3 and 6 occur at the same time and we reach state S11.

In a transition system such as the one in Figure 9 all states can be reached from the initial state.
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We say that a state can be reached from the initial state if there is a sequence of events and states

leading to that state. We are only interested in transition systems where all states are reachable

from the initial state.

The transition system in Figure 9 shows that the process has 21 states labeled S1; S2; S3; : : : S20; S21.

The numbers in parenthesis on the left of each state indicate the last events generated before the

system reached that state. This labeling strategy allows a simple binary encoding of a state as a

9-bit integer, each bit indicating the events that could cause the system to enter the state. For

example, the state S5, with label (2; 5), is encoded as 010010000, bits two and �ve from the left

are set to one.

The transitions between states are labeled by the event(s) causing that transition. The events

are shown in square brackets. For example in state S5, the label (2; 5) indicates that we have

completed tasks 2 and 5. There are three ways to reach this state: (i) from state S2 when the event

5 occurs; (ii) from state S3 when the event 2 occurs; (iii) from the initial state S1 if both events 2

and 5 occur at the same time. Recall that this process consists of two independent "tracks", one to

assemble the box and the other to assemble the motherboard, thus, two events may occur at the

same time.

There is a one-to-one mapping between the process description in Figure 3(c) and the transition

system in Figure 9. Given one of them we can construct the other. We now discuss the algorithms

to map a process description and a transition system into each other.

Given the process description, we take the following four steps to construct the transition system:

1. Construct the set E of individual events. In our example E = f1; 2; 3; 4; 5; 6; 7; 8; 9g. There are

nine individual events.

2. Split E into equivalence classes based on the causality relationship. In our example, we have two

classes E1 = f1; 2; 3; 4; 9g and E2 = f1; 5; 6; 7; 8; 9g. In each class the events are causally related

and event 8 may occur only after 7.

3. Add to E all feasible combinations of events. A feasible combination contains at most one event

from each class. For example [2; 5] and [3; 5] are feasible events, while [2; 3] is not.

4. Construct the set of states S. Initially S = fsintialg. Construct the subset Eintial 2 E of

all events feasible in that state. For each event einit;q 2 Einitial label the state reached after the

occurrence of that event as sq where q is the next available index and add sq to S. Repeat the

process for every new state until S includes the goal state sgoal.

The mapping in the other direction is trivial. In the transition system we keep only those states

and transitions labeled by a single event. The resulting graph is the process description because

states are labeled by the events leading to that state and, in turn, individual events are labeled by

the task whose completion triggered the event.

The internal states of a transition system are distinguishable from one another only by the

events that may occur in that state and by the states reached when the transitions caused by the

corresponding events occur.

This means that we can group the states into equivalence classes; all states that are indistin-

guishable from one another because they allow the same events and the corresponding transitions

lead to the same states belong to the same class.

To identify classes of states we may use a coloring algorithm. We start with three colors, one for

the initial state, one for the terminal state, and one for internal states. If two states with the same

initial color have an edge labeled with the same event and leading to states with di�erent colors,

then one of them receives a new color. The process starts from the terminal state and is repeated
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until all states have di�erent colors or states with the same color are indistinguishable.

Figure 10 illustrates the concept of bisimilarity of transition systems. Instead of coloring, we

label the states by the color. For example, the states leading to the terminal state 0 are labeled

di�erently, 1 and 2 because the events leading to state 0 are a and b, respectively.

Bisimilarity is an equivalence relationship; two transition systems are bisimilar if they have the

same equivalence classes or if they use the same set of colors.

The transition systems in Figures 10(a) and (b) are bisimilar, while the ones in Figures 10(a)

and (c), or the ones in Figures 10(b) and (c) are not.

6

5

43

2

0

a b

c d

e f

g

6

5

43

2

0

1

a b

c d

e f

g

2

4

f

d

b

7

6

54

2

0

1

a b

c d

e f

g

3

b

c

(a) (b) (c)

1

Figure 10: Bisimilarity of transition systems. The transition systems in (a) and (b) are bisimilar,

while the ones in (a) and (c), or (b) and (c) are not.

In this section we presented several directed graphs describing the same process. In the �rst

graph, the one in Figure 3(c), we only show the tasks and their dependencies, in the second, Figure

8, we see both the tasks and the events triggering task execution, and in the third, Figure 9, we see

the transition system describing the process. Bipartite graphs like the one in Figure 8 are presented

in detail in Chapter 3 of the book [145] where we analyze the static and dynamic properties of Petri

nets. Here we concentrate on the properties of transition systems.

1.5.4 Safe and Live Processes

In the previous section we introduced the concept of a state of a process. The state space of a

process includes one initial and one goal state. The transition system identi�es all possible paths

from the initial to the goal state. A case corresponds to a particular path in the transition system.

The state of a case tracks the progress made during the enactment of that case.

Now we turn our attention to the correctness of a process description and discuss methods

to detect anomalies in the process description. For example, consider the process description in

Figure 11; the only di�erence is the e�ect of the event triggered by completion of C. This process

description presents an anomaly that becomes apparent for only some cases.

Among the most desirable properties of a process description are the safety and liveness of
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Figure 11: A version of the process in Figure 4 that is not live.

the process. Informally, safety means that nothing "bad" ever happens and liveness means that

something "good" will eventually take place, should a case based on the process be enacted.

t1

t2

t3

t4

time

task A task B

 r

 q

Figure 12: Deadlock may occur during the enactment of a case. Tasks A and B need exclusive

access to two resources r and q. At time t1 task A acquires r, at time t2 task B acquires q and

continues to run. Then at time t3 task B attempts to acquire r and it blocks because r is under the

control of A. Task A continues to run and at time t4 attempts to acquire q and it blocks because

q is under the control of B.

Not all processes are safe and live. For example, the process description in Figure 11 violates

the liveness requirement. As long as program C is chosen after completion of B, the process will
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terminate. But if D is chosen, then F will never be instantiated because it requires the completion

of both C and E. The process will never terminate because G requires completion of both D and

F .

An important observation is that we need a process description language that is unambiguous

and allows a veri�cation of the process description before the enactment of a case. It is entirely

possible that a process description may be enacted correctly in many cases but fail for others. Such

enactment failures may be very costly and should be prevented by a thorough veri�cation at the

process de�nition time.

To avoid enactment errors, we need to verify process description and check for desirable proper-

ties such as safety and liveness. Some process description methods are more suitable for veri�cation

than others.

A note of caution: although the original description of a process could be live, the actual

enactment of a case may be a�ected by deadlocks due to resource allocation. To illustrate this

situation consider two tasks, A and B, running concurrently; each of them needs exclusive access

to resources r and q for a period of time. Two scenarios are possible:

(1) either A or B acquires both resources and then releases them, and allows the other task to

do the same;

(2) we face the undesirable situation in Figure 12 when at time t1 task A acquires r and continues

its execution; then at time t2 task B acquires q and continues to run. Then at time t3 task B

attempts to acquire r and it blocks because r is under the control of A. Task A continues to run

and at time t4 attempts to acquire q and it blocks because q is under the control of B.

The deadlock illustrated in Figure 12 can be avoided by requesting each task to acquire all

resources at the same time; the price to pay is underutilization of resources. Indeed, the idle time

of each resource increases under this scheme.

1.6 Transactional versus Internet-Based Workows

There are similarities and some di�erences between database transactions and Internet workows.

The similarities are mostly at the modeling level, whereas the di�erences a�ect the mechanisms

used to implement workow management systems.

Some of the more subtle di�erences between database transactions and Internet workows are:

(i) The emphasis in a transactional model is placed on the contractual aspect of a transaction. In

an Internet workow the enactment of a case is sometimes based on a "best-e�ort model" where

the agents involved will do their best to attain the goal state but there is no guarantee of success.

(ii) A critical aspect of a database transactional model is to maintain a consistent state of the

database. A grid is an open system, thus, the state of a grid is considerably more diÆcult to de�ne

than the state of a database.

(iii) The database transactions are typically short-lived. The tasks of a workow could be long

lasting.

(iv) A database transaction consists of a set of well-de�ned actions that are unlikely to be altered

during the execution of the transaction. However, the process description for an Internet workow

may change during the lifetime of a case. After a change, the enactment of case may continue

based on the older process description, while in other cases it may be based on the newer process

description.

(v) The individual tasks of a grid workow may not exhibit the traditional properties of database
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transactions. Consider, for example, durability; at any instance of time before reaching the goal

state a workow may roll back to some previously encountered state and continue from there on an

entirely di�erent path. A task of a grid workow could be either reversible or irreversible. Some-

times, paying a penalty for reversing an action is more pro�table in the long run than continuing

on a wrong path.

(vi) Resource allocation is a critical aspect of the workow enactment on a grid without an imme-

diate correspondent for database transactions.

(vii) Mobility of various agents involved in the enactment of a case is important for Internet

workows. The agents may relocate to the proximity of the sites where tasks are executed to reduce

communication costs and latency. Again, there is no correspondent for database transactions.

During the 1990s we witnessed e�orts to extend the transactional model. The problem of long

lasting transactions was �rst addressed in early 1990s [50]. The subject of workow changes became

popular in mid-1990s and several database research groups reported results in this area. Proper

and his coworkers [59] proposed a general theory of evolution for application models, Casati and

his group [45, 46] examined workow models that support evolution, others looked at workow

exception handling [30].

1.7 Workow Patterns

A process requires the activation of multiple tasks. The term workow pattern refers to the temporal

relationship among the tasks of a process. The workow description languages and the mechanisms

to control the enactment of a case must have provisions to support these temporal relationships.

A collection of workow patterns is available at [8]; the patterns are analyzed by van der Aalst

et al. [1], and evaluated by Zaph and Heinzl [65]. These patterns are classi�ed in several categories:

basic, advanced branching and synchronization, structural, state-based, cancellation, and patterns

involving multiple instances.

We now review several workow patterns identi�ed by van der Aalst et al. available from

http://tmitwww.tm.tue.nl/research/patterns, see Figure 13:

(a) The sequence pattern occurs when several tasks have to be scheduled one after the completion

of the other. In our example, task B can only be started after A has completed its execution and,

in turn, B has to �nish before task C can be activated.

(b) The AND split pattern requires several tasks to be executed concurrently. Both tasks B and

C are activated when task A terminates. In case of an explicit AND split the activity graph has

a routing node and all activities connected to the routing node are activated as soon as the ow

of control reaches the routing node. In the case of an implicit AND split, activities are connected

directly and conditions can be associated with branches linking an activity with the next ones.

Only when the conditions associated with a branch are true are the tasks activated.

(c) The synchronization pattern require several concurrent activities to terminate before an activity

can start; in our example, task C can only start after both tasks A and B terminate.

(d) The XOR split requires a decision; after the completion of task A, either B or C can be activated.

(e) The XOR join occurs when several alternatives are merged into one; in our example C is enabled

when either A or B terminates.

(f) The OR split pattern is a construct to choose multiple alternatives out of a set. In our example,

after completion of A, one could activate either B or C, or both.
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Figure 13: Basic workow patterns. (a) Sequence; (b) AND split; (c) Synchronization; (d) XOR

split; (e) XOR merge; (f) OR split; (g) Multiple Merge; (h) Discriminator; (i) N out of M join; (j)

Deferred Choice.

(g) The multiple merge construct allows multiple activation of a task and does not require syn-

chronization after the execution of concurrent tasks. Once A terminates, tasks B and C execute

concurrently. When the �rst of them, say B, terminates, then task D is activated; then when C

terminates, D is activated again.

(h) The discriminator pattern waits for a number of incoming branches to complete before activating

the subsequent activity; then it waits for the remaining branches to �nish without taking any action

until all of them have terminated. Then it resets itself.

(i) The N out of M join construct provides a barrier synchronization. Assuming that M > N

tasks run concurrently, N of them have to reach the barrier before the next task is enabled. In our

example, any two out of the three tasks A, B, and C have to �nish before E is enabled.

(j) The deferred choice pattern is similar to the XOR split but this time the choice is not made
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explicitly and the run-time environment decides what branch to take.

1.8 Workow Enactment

1.8.1 Task Activation and States

Once we have de�ned a process we are able to handle individual cases, see Figure 14. The enactment

represents the active phase in the life cycle of a workow; individual tasks are activated, carry out

their function and at some point in time terminate.

Process
Definition

Process
Instantiation

Task (Activity)

Task (Activity)

Inactive Active

SuspendedCompleted

Enactment

Figure 14: Processes are enacted for individual cases. Each task may be in one of several states:

inactive, active, suspended, or completed.

Each task evolves in time and traverses several states. A task waiting for its precondition is in

an inactive state; once the preconditions are satis�ed the task enters an active state. A task my

be suspended for some periods of time waiting for some condition to occur, for example, some of

the resources needed for the completion of a task may become temporarily unavailable. Eventually

each task of a process enacted for a particular case reaches a completion state.

An enactment engine controlling the enactment of a case keeps track of the state of each activity

and ensures the seamless transition from one activity to the next.

1.8.2 Workow Enactment Models

A workow enactment model describes the control environment and the mechanisms used to ensure

a seamless transition from one activity to the next. In the following discussion, an agent is a program

performing a control function.

Figure 15 illustrates an enactment model where: (i) the workow enactment engine is an agent

responsible for coordinating the workow enactment, and (ii) each individual task is executed under

the supervision of a control agent. The coordination aspect of the workow enactment covers both

the process and resource dimension. The enactment model presented in Figure 15 delegates the

task-speci�c functions to the control agents colocated with the task. This strategy keeps the network

traÆc to a minimum since task-speci�c decisions are made locally, and reduces the time for the

completion of local tasks.

The model facilitates the design of generic workow enactment engines and encourages a hier-

archical workow enactment with multiple engines coordinating di�erent aspects of the workow.
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Figure 15: The agents involved in workow enactment. The coordination and resource allocation

is provided by the workow enactment engine and agents colocated with each task control its life

cycle. In this snapshot only the tasks and control agents active at a time t are shown.

A hierarchical workow enactment, see Figure 16, is more scalable, the decentralized decision-

making process limits the traÆc and shortens the time to decision. In this model the top-level

workow enactment engine provides the overall process coordination and cooperates with authori-

tative enactment engine for resource allocation.

We discuss only two-level hierarchies consisting of one top-level workow enactment engine and

several authoritative enactment engines that coordinate the execution of a subset of tasks. For very

complex workows multilayer hierarchies could be considered.

Figure 17 shows the life span of the agents involved in a hierarchical workow enactment model

for a case involving �ve tasks, A;B;C;D;E, two authoritative enactment engines, AB and CDE,

and a top-level enactment engine. The top-level workow enactment engine is activated by the

arrival of the case activation record at time t0 and, in turn, it triggers the activation of the two

authoritative enactment engines at times t1 and t4, in response to an activation event for the

�rst task in each group. The two authoritative enactment engines are deactivated by the top-

level enactment engine when the entire set of tasks has �nished its execution, at times t5 and t7

respectively.

1.9 Workow Coordination

Given:

(i) A system �, an initial state of the system, �initial and a �nal state, �final.

(ii) A process group, P = fp1; p2; : : : png. Each process pi in the process group, is characterized by
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Figure 16: A hierarchical workow enactment model. Authoritative workow enactment engines

coordinate execution of sets of related tasks. The top-level workow enactment engine supports

the overall coordination among sets of tasks.

a set of preconditions, pre(pi), postconditions, post(pi), and attributes, atr(pi).

(iii) A workow described by a directed activity graph A or by a procedure � capable to construct

A given the tuple < P; �initial; �final >. The nodes of A are processes in P and edges de�ne

precedence relations among processes. Pi ! Pj implies that pre(pj) � post(pi).

(iv) A set of constraints, C = fC1; C2; :::Cmg.

The coordination problem for system � is to reach state �final given that the system is in state

�initial, as a result of postconditions of some process Pfinal 2 P subject to constraints Ci 2 C. Here

�initial enables the preconditions of some process Pinitial 2 P.

Generally, the preconditions of a process are the conditions and/or the events that trigger the

execution of the process, or the data the process expects as input; the postconditions are the results

produced by the process. The attributes of a process describe special requirements or properties of

the process.

The cost is an example of an attribute of a process. The cost reects the resources needed for

process execution. An example of a binary attribute of a process is reversibility.

A reversible process is one whose postconditions are not permanent and can be reversed. For

example, a contract between two agents may have a provision to be annulled at the request of one

of them. Signing such a contract is an example of a reversible process while signing a contract

without an annulling clause is an example of an irreversible process.

A wide range of constraints can be encountered. For example, the pricing model may specify

limits for the total cost of all processes in the activity graph. Another type of constraint is the
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Figure 17: The life span of agents in a hierarchical workow enactment. The top-level workow

enactment engine is activated at time t0 and the case is concluded at time t8. The top-level

enactment engine triggers the activation of the two authoritative enactment engines at times t1
and t4. The two authoritative enactment engines are deactivated at times t5 and t7 respectively.

The control agent for task A is activated at time t2 and terminates at time t3.

ability to dynamically alter the activity graph.

Some workows are static, the activity graph does not change during the enactment of a case.

Dynamic workows are those that allow the activity graph to be modi�ed during the enactment of

a case. Dynamic workows are very important for workows that combine computer and human

activities.

Let us de�ne the life span of a workow described by an activity graph, �(A), as the time elapsed

from the activation of process pintial until the completion of pfinal. The life span of a workow

enactment can be rather long, weeks, months, or even years. During this time the environment

may change and create the need to dynamically alter the activity graph. For example, a workow

involving a legal service may need to be altered due to changes in legislation.

Let us now address the mechanics of workow enactment. We propose to distinguish two basic
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models:

1. Strong coordination models where the process group P executes under the supervision of a

coordinator process or processes. A coordinator process acts as an enactment engine and ensures

a seamless transition from one process to another in the activity graph.

2. Weak coordination models where there is no supervisory process.

In the �rst case we may deploy a hierarchical coordination scheme with several levels of coor-

dinators. A supervisor at level i in a hierarchical scheme with i + 1 levels coordinates a subset of

processes in the process group. A supervisor at level i� 1 coordinates a number of supervisors at

level i and the root provides global coordination. Such a hierarchical coordination scheme may be

used to reduce the communication overhead, a coordinator and the processes it supervises may be

co-located.

The most important feature of this coordination model is the ability to support dynamic work-

ows. The coordinator or the global coordinator may respond to a request to modify the workow

by �rst stopping all the threads of control in a consistent state, then investigate the feasibility of

the requested changes, and �nally implement feasible changes.

Weak coordination models are based on peer-to-peer communication between processes in the

process group by means of a societal service such as a tuple space. Once a process pi 2 P �nishes,

it deposits a token including possibly a subset of its postconditions, post(pi) in a tuple space. The

consumer process pj is expected to visit at some point in time the tuple space, examine the tokens

left by its ancestors in the activity graph and, if its preconditions, pre(pj) are satis�ed, commence

the execution. This approach requires individual processes to either have a copy of the activity

graph or some timetable to visit the tuple space. An alternative approach is to use an active space,

a tuple space augmented with the ability to generate an event awakening the consumer of a token.

In some cases it may be useful to have hybrid coordination models with a coordinator agent

and a tuple space service. Such a strategy is reported by Jun [55] for a system of automatic

benchmarking of Web servers.

1.10 Challenges of Dynamic Workows

The real advantage of looking at complex activities as workows comes from the possibility of

automatic control of the process. The enactment of a case is controlled by an enactment engine

that interacts with other agents monitoring individual tasks and ensures a seamless transition

from one task to the next until the goal state is reached. While this is a relatively uncomplicated

endeavor for static workows, the problem becomes considerably more diÆcult for dynamic Internet

workows.

Some of the more diÆcult questions encountered in dynamic Internet workow management are:

(i) How to integrate workow and resource management and guarantee optimality or near optimality

of cost functions for individual cases.

(ii) How to guarantee consistency after a change in a workow.

(iii) How to create a dynamic workow. Static workows could be described in some language, e.g.,

Petri nets or the workow de�nition language (WFDL), but dynamic workows need a more exible

approach. A static workow description can be assimilated with a program for the enactment

engine, but a dynamic workow would need to modify the program at run time, a proposition

widely considered a heresy in computer science.

(iv) How to accommodate the case-by-case changes of a basic workow. Unless we are able to relate
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a set of workows with common traits with each other, we will witness an explosion of the workow

de�nition space. Moreover, we would need to repeat for every change in the process description,

the workow veri�cation procedures necessary to detect possible anomalies, e.g., deadlock.

(v) How to actually build a "magic" workow enactment engine that supports dynamic changes

and integrates resource management with workow management.

2 Open Systems and Information Grids

2.1 The Client-Server Paradigm

Relatively early in the development of applications and of operating systems it was recognized the

need to construct modular rather than monolithic systems and to allow a clear separation between

the modules requesting a function and the ones providing the function was recognized. Once the

interface of the module providing a function was well de�ned, then multiple modules could use the

same function to support a more complex functionality without the need to duplicate the code.

Operating Systems (OS) are complex control programs that run on every computer. Examples

of widely used operating systems are Unix and its various avors, Linux, and di�erent avors of

Windows. The primary functions of an OS are to manage local resources and to provide convenient

access to local and remote resources. The term resources refers here to: (i) hardware resources such

as CPU cycles, main memory, secondary storage, and interfaces for various input/output devices

including network interfaces; (ii) software resources, programs that are continuously running, or

are started on demand. Among the components of an OS are the CPU scheduler, responsible for

sharing the CPU cycles among the active processes; the real and virtual memory management

system responsible for long-term scheduling decisions and allocation of memory; the �le system

that supports functions needed to store and retrieve �les from the secondary storage system.

The modular design of OSs and the producer-consumer relationship evolved gradually into the

so-called client-server paradigm. The consistent application of this paradigm in practice led to

systems that are easier to build, maintain, extend, and analyze.

The most impressive advantage of the client-server paradigm became apparent after the op-

erating systems incorporated network-access functions and it became possible to support remote

services as if they were available locally. Suddenly, the environment presented by the OS to the

user became considerably richer; the user gained access to hardware and software resources well

beyond those available locally. One of the very �rst applications of the client-server paradigm was

the development of network �le systems that supported transparent access to �les stored on several

computers as if they were available on the local machine.

The typical exchange between a client and a server is usually described as request-response

communication, the client initiates the contact by sending a request and the server responds.

The client-server paradigm requires well-de�ned communication protocols. Remote procedure call

(RPC), protocols allow clients to invoke services provided by remotely located servers.

In the RPC execution model, a client generates a request, the information is packaged into a

message and sent to the server while the client blocks waiting for the response. At the other end, the

server decodes the message carrying the request and the information associated with it, performs

the actions as requested by the client, packages the response into a message and sends it back to

the client. On the receipt of the response, the client unpacks the response and continues as shown

in Figure 18. The RPC communication model supports the mobility of the ow of control from the

client to the server and back and is a natural extension of the traditional local procedure call.
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Figure 18: A synchronous RPC supports the migration of the ow of control from a client thread

to a server thread. At time t1 the client sends a request and blocks; at time t2 the server receives

the request, wakes up, and starts the service; at time t3 the server generates the response; at time

t4 the response reaches the client and the client thread continues its execution.

Asynchronous RPCs operate di�erently: the client continues execution after sending the request

and may only block if the response is not available at the time when it is needed.

The RPC execution model empowers us to look at servers as shared resources. One server is

used by many clients; thus, this model has the potential advantages and disadvantages known in

resource sharing: lower costs to provide the service, easier maintenance, but at the same time,

quality of service dependent on the load, single point of failure, and so on.

A server is brought to service and then repeats a sequence of operations: wait for a request to

come, serve the incoming request, send back the response. This execution model is called reactive

execution, because the server reacts to incoming requests only.

There are two types of servers:

1. Stateless - no state information is maintained between successive interactions between a client

and the server.

2. Statefull - state information is maintained.

The advantages of a stateless server are simplicity, performance, scalability, fault tolerance, and

ease of use. Once a server is required to maintain state information, it cannot scale beyond a certain

limit determined by the amount of resources available to it. Here scalability refers to the size of

the population of potential clients. The number of clients that can be served simultaneously is also

limited by the amount of resources available.

At the same time, the performance of a state-based server may be limited because it needs to
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maintain and search a large database of state information. As far as fault tolerance is concerned, a

stateless server may fail and then come back up without a�ecting the clients that did not request

services during the period the server was unavailable. However, a server maintaining state infor-

mation may be able to provide a better quality service because it knows more about the client. An

interesting alternative is to maintain state information at the client's site. Web servers use cookies

to this end. This solution is not without its own pitfalls, related primarily to client privacy.

One �nal observation regarding communication between a client and a server: we distinguish

two types of services, connection-oriented and connectionless services. In the �rst case, a client

needs to establish a connection �rst and only then may it request services. After the service is

provided the connection is closed. As pointed out in the previous chapter, the connection-oriented

communication in the Internet is supported by the TCP that guarantees reliable and in-order

delivery of packets, as well as ow control and congestion control. Indeed, Internet services such

as �le transfer or Web services, need a reliable communication channel between the client and the

server.

The connectionless communication is supported in the Internet by the UDP that does not guar-

antee reliable delivery or in-order delivery, and does not support either ow control or congestion

control. These attributes, in particular the absence of error control and congestion control, makes

UDP ideal for multimedia applications that are less sensitive to errors but sensitive to timing delays

potentially caused by the retransmission mechanism used by TCP for error control. Congestion

control also has a potentially devastating e�ect on on-time delivery of multimedia streams.

2.2 The World Wide Web

The World Wide Web, or simply the Web, was �rst introduced by T. Berners-Lee and his coworkers

as an environment allowing groups involved in high-energy physics experiments at the European

Center for Nuclear Research, CERN, in Geneva, Switzeland, to collaborate and share their results.

The Web is the "killer application" that has made the Internet enormously popular and triggered

its exponential growth. Introduced in the 1990s, the web is widely regarded as a revolution in

communication technology with social and economic impacts similar to the ones caused by the

introduction of the telephone in the 1870s and of the broadcast radio and television of the 1920s

and 1930s. In 1998 more than 75% of the Internet traÆc was Web-related.

The Web is based on a global naming scheme for distributed objects. A uniform resource locator

(URL) is used to locate an object, or resource in Web terminology. For example, all the information

available for students taking the undergraduate networking class o�ered by the Computer Sciences

Department at Purdue University is available from:

http://webct.cc.purdue.edu/SCRIPT/CS422/scripts.

URLs are pairs consisting of: (i) an Internet host name and (ii) a path to a �le on that host. In

this example the host name is webct.cc.purdue.edu and the path is: SCRIPT/CS422/scripts.

An object called a Web page is a multimedia �le containing text, images, video, or audio clips.

The hypertext markup language (HTML) is used to describe the format of a Web page, using a

set of tags and hyperlinks, the URLs of various objects referenced by the page. The information

in each page is encoded using a standard format, e.g., the graphics interchange format (GIG) or

JPEG for images, MPEG for video clips, and so on.

The hypertext transfer protocol (HTTP) is the application protocol used by browsers to commu-

nicate with an Web server.
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An HTTP request contains one of the  following methods:
GET         - get a resource
HEAD      - verify the link and conditions of a resource
POST      - input to a resource, usually a CGI script
PUT         - store a resource at the server
DELETE - delete a resource
TRACE   - include all headers in a response
 

Web
Cache

Sample HTTP status code in a response
100 - Continue
200 - OK
205 - Reset Connection
301 - Moved Permanently
304 - Not Modified
402 - Payment Requried
404 - Not Found
405 - Method Not Allowed
407 - Proxy Authentication Required
415 - Unsupported Media Type
500 - Internal Server Error
504 - Gateway Timeout
505 - HTTP version Not Supported

TCP
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Figure 19: The HTTP communication model. An HTTP client establishes a TCP connectiopn

with an HTTP server. An HTTP request sent by a client identi�es the method or the function

requested. An HTTP response provided by the server contains a status code. The server may be

multithreaded, each request may be handled by a separate thread. The resource requested from the

server may be available from the local cache of the server or may be retrieved from the secondary

storage. The Web cache may or may not be present. The TCP connections may be persistent or

nonpersistent.
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2.3 Open Systems

The next challenge is to design open systems and provide the infrastructure for assembling complex

applications out of software components developed independently.

We restrict our attention to the service overlay model where services are introduced at the "edge"

of the virtual infrastructure supported by the Internet. In this model service creation is relatively

easy, but changing the infrastructure to support new services is a diÆcult proposition. For example,

data streaming for multimedia applications requires QoS guarantees and resource reservation.

Two other models have generated a considerable interest; one of the models attempts to modify

the network core, the other to transform the data while crossing the network. The active network

model is based on a programmable network infrastructure and allows users to modify the opera-

tional semantics of the network itself. There are serious concerns that a programmable network

infrastructure is more vulnerable to attacks because some control mechanisms must be exposed and

invite more complex attacks to the infrastructure.

The other model is based on active media; the media carries along the code necessary to trans-

form the data. This model requires routers to execute mobile code and this increases their vulner-

ability. For example, the level of compression may be increased to reduce the bandwidth require-

ments of a video or of an audio stream on some branches of its multicast tree where congestion is

experienced.

Figure 20 gives us a glimpse at the architecture of an open system based on the service overlay

model. We recognize the familiar hourglass architecture of the Internet expanded with an additional

layer of middleware services.

Originally, the client-server model implied a direct interaction between one client and a server.

The implicit assumptions of the RPC protocols are that the client:

(a) knows the interface presented by the server,

(b) knows the exact location of the server, and

(c) blocks waiting for the response.

The servers are stateless, there are no provisions for reliability; if the sever goes down, the client

will eventually discover the lack of a response and take proper actions.

These assumptions may no longer be valid in a large-scale open system. Indeed, a client may

not be aware of the application program interface (API) to invoke the service, and may need to

discover the exact location of a server. In a service-rich environment service providers may be

grouped into classes and a client may be handed over to another service provider in the same class

when the original one fails, its response time increases, the pricing structure becomes unfavorable,

or for some other compelling reason. Some servers may be required to maintain state.

Security is a major concern in a global system and direct interactions between clients and servers

may be discouraged to protect the integrity of the servers. Last but not least, a complex application

may require the coordination of several, possibly many services.

2.4 Resource Management, Discovery and Virtualization, and Service Compo-

sition in an Open System

Let us �rst review the process of developing a computer application and outline the quantum leaps

necessary to move outside the con�nes of a single administrative domain. To develop a traditional

application for one computer, one needs familiarity with the local computing environment and

a good understanding of the algorithms, the programming language, the run-time environment,
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Figure 20: The model of an open system extends the hourglass Internet model with middleware

services.

as well as the domain speci�c libraries, e.g., mathematical, graphics, or system libraries like the

X-window library, available locally.

Each operating system provides a set of low-level services to open, read, and write to a �le, to

open a socket in order to communicate over the network, to allocate and release storage, and so

on. Each programming language supported by the system exposes APIs, for these services. The

speci�es the exact syntax and the semantics of each service call in terms of the primitive data

structures supported by the language. To use a library we �rst need to know if the library is

installed and what modules are in the library, then we need to understand the syntax and the

semantics of the call for each module.

In conclusion, the development of an application is a process of composition where user code is

interlaced with calls to system services and to domain-speci�c libraries. Imperative languages used

today require the precise knowledge of the APIs to system services and library modules.

Users do not have direct access to system resources, their access is mediated by the local operating

system. The system administrator makes decisions on resource allocation policies and the operating

system controls all hardware and software resources and enforces resource-sharing policies. For

example, the system administrator establishes the disk quotas, the maximum amount of secondary
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storage for each user, assigns access rights to individual users, e.g., allows raw socket access only

to super-users. The operating system returns an error code when user actions lead to a violation

of established policies. At the same time, the operating system maintains the state of the system

based on an exact knowledge of the state of each component.

Another important function of the operating system is virtualization of resources. It would be

quite impractical to require individual users to know the actual amount of memory available on a

system, the make of the disks connected to the system, or the type of the network interfaces and

the speed of each communication link. Higher level abstractions like virtual memory, the concept

of a �le as a stream of bytes, a socket as an end point of a communication channel, and so on,

provide some independence of the actual con�guration of a system and make the development of

applications easier.

Once we escape the con�nes of a single system the problems discussed above: (i)resource man-

agement(ii) resource discovery, (iii) virtualization of resources, and (iv) service composition, become

considerably more diÆcult. The scale of the system, the open system requirements, the lack of a

single administrative authority, and the need for even higher level abstractions for system resources

are major concerns that need to be addressed in the design of wide-area, open distributed systems.

2.4.1 Resource Management.

In a wide-area system it is impossible for any single entity to be aware of all services available at

any given time and to know the API of each service. Moreover, services, though long-lived, may

dynamically join and leave the community.

In open distributed systems there is no central authority to establish policies on behalf of all

service providers and all applications interested in these services and no system to enforce such

policies. Services are provided by autonomous organizations and individual entities obtain the

bene�t of such services through mutual agreements with service providers.

Due to the scale of the system it is not feasible for any single entity to maintain the status of

all resources. Nevertheless, a hierarchical decomposition of a system into domains may address the

scalability issues. Entities may attempt to have some knowledge about other entities they interact

with frequently but the state maintained by them may not be accurate at all times. For example a

printing service may go down and at least for some time this fact will not be known to the entity

providing a lookup service.

2.4.2 Resource Discovery.

Resource discovery is an important function of the middleware. Mechanisms like gossiping based

on epidemic algorithms can be used e�ectively to spread information about the current state of

resources in a wide-area system.

To model gossiping we use models similar to the ones for the spread of a contagious disease. An

epidemic develops in a population of �xed size consisting of two groups, the infected individuals

and the uninfected ones. The progress of the epidemic is determined by the interactions between

these two groups.

We discuss here only a deterministic model. Given a group of n nodes this simple model is based

on the assumption that the rate of change is proportional with the size of the group the entity is

already aware of, y, and also with the size of the group the entity is unaware of, n � y. If k is a

constant, we can express this relationship as follows:

y(t)0 = k � y(t)� (n� y(t)):
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Figure 21: The number of nodes known to a given entity, function of time. After time � , each

entity becomes aware of all the other nodes in the network

The solution of this di�erential equation with the initial condition y(0) = 0 is:

y(t) =
n

1 + (n� 1)e�knt

This function is plotted in Figure 21 and shows that after time � an entity becomes aware of all

the other nodes in the network. The parameter k as well as the value � can be determined through

simulation.

This deterministic model allows only a qualitative analysis. Rather than the smooth transition

from 0 to n, we should expect a series of transitions, each one corresponding to a batch of newly

discovered nodes.

We review briey some of the algorithms presented in the literature, their basic assumptions,

and the proposed performance measures to evaluate an algorithm. Virtually all algorithms model

the distributed system as a directed graph in which each machine is a node and edges represent

the relation "machine A knows about machine B." The network is assumed to be weakly connected

and communication occurs in synchronous parallel rounds.

One performance measure is the running time of the algorithm, namely, the number of rounds

required until every machine learns about every other machine. The amount of communication

required by the algorithm is measured by: (a) the pointer communication complexity de�ned as

the number of pointers exchanged during the course of the algorithm, and (b) the connection

communication complexity de�ned by the total number of connections between pairs of entities.

The ooding algorithm assumes that each node v only communicates over edges connecting it

with a set of initial neighbors, �(v). In every round node v contacts all its initial neighbors and

transmits to them updates, �(v)updates and then updates its own set of neighbors by merging �(v)

with the set f�(u)updatesg, with u 2 �(v). The number of rounds required by the ooding algorithm

is equal to the diameter of the graph.

The swamping algorithm allows a machine to open connections with all its current neighbors not

only with the set of initial neighbors. The graph of the network known to one machine converges

to a complete graph on O(log(n)) steps but the communication complexity increases.

In the random pointer jump algorithm each node v connects a random neighbor, u 2 �(v) who

sends �(u) to v who in turn merges �(v) with �(u). A version of the algorithm called the random

pointer jump with back edge requires u to send back to v a pointer to all its neighbors. There

are even strongly connected graphs that require with high probability 
(n) time to converge to a

complete graph in the random pointer jump algorithm.
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In the name-dropper algorithm during each round each machine v transmits �(v) to one randomly

chosen neighbor. A machine u that receives �(v) merges �(v) with �(u). In this algorithm after

O(log2n) rounds the graph evolves into a complete graph with probability greater than 1�1=(nO(1)).

2.4.3 Resource Virtualization.

To support code mobility we need a common platform or a virtual machine. We also need higher

level abstractions for clients to specify their needs in a "fuzzy" fashion. For example, once a laptop

is connected to a new network it is desirable to specify that an application needs access to a

high-speed color printer rather than know the name of the printer, its attributes, and its network

address.

Service Composition. Diversity is encouraged by the basic philosophy of an open system.

Diversity implies the ability to develop new classes of applications and services, to develop a new

service in a given class, or to create a new instance of an existing service. To develop a new class of

services new standards must be developed. For example, the lightweight directory access protocol

(LDAP) and its API de�ne a new class of services.

To develop a new server for an existing class of services one needs to follow the standards for

that class. For example, to develop a new Web server one needs to follow the speci�cations of the

HTTP protocol. To create a new instance of a given service one simply needs to use the generic

API for that particular service.

Components developed independently must be able to interact with one another and standards

supporting interoperability are a critical component of open systems. Yet, the scale of the system

makes the development and deployment of standards diÆcult. New technologies, services, or policies

require changes of existing standards and adoptions of new ones. But a sudden transition to a new

standard is rarely feasible; one may need to support compatibility with older versions for many

years.

In summary, the open distributed systems imply "globalization" of services and creation of a

range of middleware services to mediate between a dynamic set of clients and a dynamic set of

services that have agreed to obey a set of ever-changing standards.

2.5 Mobility

There are two notions of mobility, virtual or code mobility and physical or hardware mobility, see

Figure 22. Cardelli gives examples when the two interact and argues that intermittent connectivity

can be caused by either network failures or by physical or virtual mobility.

Functionality and cost, performance, and security motivate the recent interest in mobile code.

Recall that in an open system services are developed by independent service providers who are

de�ning proprietary interfaces for each service. New devices, e.g., a camera, a scanner, a printer,

or a mass storage system may be connected to the network and o�er services.

The problem is further complicated because services and their interfaces evolve in time. In the

absence of code mobility the software needed to access these services or devices would need to be

installed and upgraded on every machine hosting a potential user of the service, the same way we

install a new version of the operating system or a browser on our PCs. The alternative is to download

on demand the code providing the human or programmable interface to these services. Java applets

provide human interfaces to services while plugins or Jini proxies support programmable services.

Code mobility has the potential to save signi�cant administrative and software maintenance costs

and provide convenient access to new services.
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Another reason for code mobility is performance. Rather than moving large volumes of data to

the site where the code runs, we can do the opposite. If we need repeated access to service, rather

than traverse the network many times we can bring the service to the client's site and eliminate

the problems caused by the uctuations of the bandwidth in a wide area network. Last but not

least, we may want to move together the client and the server because we do not trust the network

but we do have the means to verify the mobile code.

We are primarily concerned with code mobility and discuss the problems it causes and the

bene�ts it brings. According to the classi�cation of Cugola et al. there are three paradigms to

build mobile code applications, see Figure 23:

(i) Code-on-Demand: A component running on a node of the network downloads code from a

remote location and links it to a local task.

(ii) Remote Evaluation: A component running on a node of the network sends both the data and

the code describing how to perform a service to a remote location.

(iii) Mobile Agents: A process migrates from one node of the network to another where it continues

its execution from the state it was when migration was initiated.

There are two di�erent contexts for mobility: systems con�ned to a local area network and those

in a wide area network. In the �rst case, the distributed systems are built by linking together a

set of possibly heterogeneous nodes by high-speed communication links and attempting to create

stable and uniform environments simulating the ones available on main frames.

The main characteristics of LAN-based such distributed systems are predictability and a single

administrative domain. Communication delays are bounded and response times of various servers

can be estimated. The systems are generally well administered and protected from the outside

attacks by �rewalls. The network topology is hidden and the hosts are typically immobile.
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(b) Virtual mobility . Code migrates from one
host connected to the Internet to another.

Figure 22: Physical and virtual mobility.
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Figure 23: The three forms of virtual mobility. (a) Code on demand. (b) Remote evaluation. (c)

Mobile agents.

In a LAN-based distributed system we distinguish three forms of mobility:

1. Mobility of a thread of control and remote execution. Thread mobility is supported primarily

by RPCs and entire computations can be delegated to a server.

2. Mobility of data and passive objects. Data is transported across machines.

3. Mobility of links/channels. The end points of a communication channel can be moved around.

Let us turn our attention to wide-area distributed systems. The Internet as a global information

infrastructure has no reliable component or a single point of failure, and no centralized manage-

ment/administrative authority. It is a dynamic collection of autonomous administrative domains,

di�erent from one another. The network topology is dynamic. Host mobility is pervasive, hosts

may move from one network to another.

We need to introduce in this environment redundancy to archive reliability, replication for quality

of service, and scalability. If we want to provide the same feeling in a wide-area distributed system

as in a distributed system con�ned to a LAN we need to:

(i) Hide virtual and physical locations to ensure mobility.

(ii) Hide latency and bandwidth uctuations.
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Finally, note that a trust relationship must exist between a host and a mobile code, if a site

does not trust the mobile code it will not allow it in; if the mobile code does not trust a site it will

not visit it. Thus, code mobility poses technical and administrative, as well as political challenges;

it requires a large segment of the user population to adhere to a set of new standards.

2.6 Network Objects

The object-oriented philosophy had a profound inuence on software development for an extended

period of time; it is only natural to expect that it plays an important role in open systems. In this

section we discuss the single most important development in distributed object system, CORBA.

First, we review the basic terminology of object-oriented programming.

Objects are instances of abstract data types called classes. An object consists of data, called

data members or attributes, and functions that operate on the data, called methods or member

functions. Interfaces describe the functions used to interact with an object. The classes of objects

that respond to a particular interface are said to implement that interface.

An object is thus encapsulated, or hidden; we only expose the handles needed to interact with the

object. This very simple idea had tremendous consequences in software engineering; the structure

of an object may change but the rest of the world will not notice these changes as long as the

methods used to manipulate the object are invariant.

The concept of inheritance is a cornerstone in the object-oriented philosophy; a new object may

be built from an existing class by adding data members, and/or member functions. The extended

class inherits the data members and the member functions of the original class.

Evolution and sharing are basic facts of life. Most man-made systems evolve over time, some

of their components are modi�ed while others remain unchanged. To reduce cost and development

time and to improve reliability, most engineering disciplines attempt to reuse and share existing

components as much as possible. Inheritance o�ers software systems the key to evolution and to

component sharing.

The object-oriented approach allows the designers of a system to reuse solutions based on re-

curring patterns. For example:

� The observer pattern allows the designer to de�ne dependencies between objects so that when

one object changes its state, all its dependents are noti�ed and updated automatically.

� The strategy pattern encapsulates all the algorithms in a family of algorithms using a common

interface; clients may change algorithms as needed.

� The factory method lets a class defer the instantiation to subclasses, each subclass being able

to decide which class to instantiate.

� The abstract class pattern provides an interface for creating a family of related or dependent

objects without specifying their concrete classes.

Serialization or attening is the process of transforming an object that may contain pointers

to other objects, into a unidimensional structure that can be stored on external storage or be

transmitted over a communication channel. Serialization relies on protocols for packing/unpacking

the data structure components of an object.

An object is persistent if it can be stored onto and retrieved from persistent storage. An active

object has one or more threads of control. A passive object does not have a thread of control.
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Objects need not be co-located, they may be distributed to hosts spread over a wide-area network

and RPCs are used to invoke methods on remote objects. In turn, the leap to distributed object

systems generates the need for higher level abstractions for handling remote objects.

When the objects are co-located, their interfaces, the language used for system development, the

internal representation of data structures are known, and we have to deal with a single system image.

Once objects are separated by a network, we have to address the typical problems encountered in

a heterogeneous system with nodes with di�erent architecture and system software. The need for

higher level abstractions and middleware support for distributed object systems is motivated by

several factors:

(i) The interfaces exposed by a remote object are language and system dependent.

(ii) Objects are passed around as arguments and as returned values and RPCs, which support

a fairly limited number of primitive data types, are ill suited for distributed object applications.

Some systems may support big-endian representation with the most signi�cant byte �rst (MSB),

others may be based on the least signi�cant byte �rst (LSB), for little-endian representations.

(iii) An object may contain pointers to other objects and before being sent over the network a serial

representation of the object must be constructed.

(iv) Socket-level programming in virtually all programming languages, including Java, is tedious;

one must describe the type of socket connection desired, connect to services or alternatively listen

for connections, accept them, and so on.

Two very di�erent approaches for supporting distributed object systems are possible:

(1) accommodate the status quo, accept the heterogeneity of existing systems, and provide an

operating system and programming language independent interface to all services and components;

(2) consider an ab initio solution and design a new platform for network objects. The term platform

means an environment consisting of a new programming language, a virtual machine running under

existing operating systems, or a new hardware.

The �rst solution was adopted by the designers of the CORBA system, the second by the

designers of the Java platform.

2.7 The Common Object Request Broker Architecture (CORBA).

CORBA is a middleware project undertaken by more than 700 companies working together under

the umbrella of a consortium, the Object Management Group (OMG). Microsoft is one of the few

major software companies that did not join OMG and is developing its own competing distributed

object system, DCOM, the distributed component object model.

A critical element of CORBA is the interface de�nition language (IDL), a purely declarative

language used to specify the API and the error handling of methods used by CORBA components.

IDL provides no implementation details and serves as the "glue" of the system.

The object request broker (ORB), is a software bus allowing remote objects to communicate

transparently. The ORB hides the details of low-level communication and transport mechanisms,

supports static and dynamic method invocation, and polymorphic messaging.

Static method invocation means that the method invocation is known at compile time; dynamic

method invocation means that an object may discover at run time the interfaces exposed by a remote

object and then use them. Every ORB supports an interface repository, a service describing the

interfaces exposed by the objects in the ORB domain. Polymorphic messaging means that the

same function has di�erent e�ects depending on the target object.
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The ORB has built-in security and transaction mechanisms and has high-level language bindings.

The methods on remote objects can be invoked from any high language supported, regardless of

the language the remote object is implemented in Figure 24 illustrates the basic architecture of a

CORBA system. CORBA de�nes a set of services, each one providing one or more interfaces:

(i) Life Cycle - interfaces to create, delete, copy, move components.

(ii) Naming - interfaces to locate components.

(iii) Event - interfaces for components to register and unregister to receive events using the event

channel abstraction.

(iv) Persistence - interfaces to store and retrieve components from databases or �les.

(v) Concurrency Control - interfaces to a lock manager.

(vi) Transactions - interfaces to a two-phase commit protocol for at and nested transactions.

(vii) Query - interfaces to SQL3 queries.

(viii) Time - interfaces for managing time-triggered events and for synchronization.

(xi) Security - interfaces for authentication, access control, and for managing credentials.

(x) Yellow Pages - interfaces for objects to advertise their services and bid for tasks.

(xi) Externalization - interfaces to get data in and out of components using a stream-like mechanism.

(xii) Licensing - interfaces for accounting and metering the use of components.

(xiii) Properties - interfaces to associate properties with components.

(xiv) Relationship - interfaces to create dynamic associations of components.

(xv) Collection - interfaces to manipulate collections.

(xvi) Startup - interfaces to automatically start up services.

CORBA favors three-tier client/server solutions as opposed tp the traditional two-tier architec-

ture supported by RPCs, see Figure 25. Typically, light-weight objects reside on the client side; the

middle tier consists of services like the ones listed above; the third tier consists of complex legacy

applications.

ORB, Object Request Broker

Client Server

Object Object

IDL stub

Object Object Object

IDL stub IDL stub IDL stub IDL stub

Dynamic
Invocation

ORB
Interface

Interface
Repository

Implementation
Repository

Dynamic
Invocation

Static
Skeletons

Figure 24: A CORBA system. The ORB supports static and dynamic method invocation. IDL

interface descriptions support interoperability in CORBA. The implementation language of client

and server objects may be di�erent.
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Figure 25: Three-tier architecture. Light-weight objects reside on clients, middleware services

facilitate access to end services provided by legacy applications.

2.8 Java.

Nowadays, Java is the object-oriented language of choice for building distributed applications. Java

is architecture-neural and supports socket-based communication. The Java platform is based on

the Java virtual machine (JVM) running under most operating systems. JVM is embedded into

Web browsers and maybe available in the future as specialized hardware.

2.8.1 Java Virtual Machine and Java Security

We now take a closer look at Java and Java-built distributed applications. As pointed out earlier,

an application consists of user code interlaced with calls to system services and possibly to domain-

speci�c libraries, and in the general case it is immobile. To support unrestricted code mobility it

is necessary to:

(i) develop a platform or a virtual machine and a programming language for it,

(ii) implement and install the platform on virtually all hosts connected to the Internet, and

(iii) require applications be developed in the language supported by the common platform.

At the time of this writing, Java virtual machine (JVM) is the common platform and Java is

the programming language of choice for code mobility. Java bytecode produced on one machine
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can be transported over the network and the Java virtual machine embedded in the Web browser

at the target site will execute it.

Figure 26 presents the Java environment consisting of the JVM and functions supporting t Java

security. We discuss briey the classloader and the Java security manager, objects that play

a major role in enforcing security.

Operating System
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collected
heap

Support Code
- exception
- threads
- security

Native
Methods

Class and
Methods
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and
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Native Methods
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Classes
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application class
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Figure 26: Java environment.

Java objects or classes loaded from the network require a classloader to convert the bytecodes

to the data structures representing Java classes and to verify that the remote code:

(i) does not violate access restrictions,

(ii) accesses objects by their correct type and methods with arguments of the correct type, and

(iii) does not allow the stack to overow or forge any pointers.

Another important function of the classloader is to create a namespace for the downloaded

code and make sure that a remote class does not overwrite local names, e.g., an applet does not

overwrite the classloader itself.

The Java security manager allows only safe operations to be performed and throws a security

exception when the policy does not allow the code to call a particular method. If an attacker is

capable of defying the Java type system then she can circumvent all access control restrictions and

run native code on a machine.

The Safe Internet Programming Group at Princeton [75] shows how to generate bytecodes and

defeat the type system. Consider for example that C is a protected class and C' is a public class

and two classes A and B refer to class C. A classloader could resolve A against C and B against

C'. Assume now that an object of class C is allocated in class A and passed as an argument to a

method of B. The method will treat the object as having class C'.

One may mail a page requesting a dangerous applet to a potential victim and the browser will

automatically load the class �le and run the applet. JVM limits the system calls the applet may

execute. Most systems implement the sandbox Java security model, they only allow the applet to
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communicate with the host where it came from. But this policy was not properly enforced in earlier

browser versions and a sophisticated attacker may be able to circumvent the policies enforced by

the Java security manager or the classloader as pointed out earlier.

Denial of service prevents access to resources that would otherwise be available, for example,

the attacker could modify the domain name system (DNS) and re-route all packets to/from a host.

Most Web servers limit the number of accepted requests at any given time. An attacker may

generate requests at a high rate, thus, denying access to legitimate users. Helper applications at

the server's site pose similar threats as those at the client site and may allow an attacker to destroy

or modify the information available at the server's site.

2.8.2 Remote Method Invocation

We need abstractions to hide the internals of a connection, data representation and network trans-

port. The remote method invocation (RMI) in Java provides such abstractions.

RMI is a Java-speci�c implementation of a distributed object model. RMI allows objects in

one JVM to invoke methods on remote objects residing within another JVM on the same host or

located somewhere in the network.

Calls to remote objects di�er from calls to local objects:

(i) An object passed as a parameter or returned from a method invoked on a remote object is

passed by value not by reference. The object must be serializable or be an instance of a Remote

object. Several methods with semantics based on object references have been modi�ed for remote

objects.

(ii) A remote object must implement one interface extending java.rmi.Remote interface. All

interactions between a client and the remote object occur through these interfaces.

Stub Skeleton

Remote Reference

Transport

Client Server

Figure 27: The RMI model.

The RMI model is described in Figure 27. Here the stub is the client-side interface to the remote

object. The stub initiates the call, marshals the arguments, passes them to a stream controlled by

the remote reference layer and unmarshals the values returned. In turn, the skeleton unmarshals
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parameters from the marshal stream and marshals return values and exceptions for the client.

The remote reference layer mediates between the stub and the skeleton and is responsible for lost

connections; it maintains the persistence semantics for client-server connections. The transport

substrate is provided by TCP.

2.9 Jini

Jini is a distributed computing environment. According to Sun Microsystems, the company that un-

veiled the Jini technology in early 1999, the goal is to provide

"network plug and play," allowing devices to announce their presence and, once connected to

the network, o�er and request services and move freely throughout the network.

The devices supported by Jini range from computing and communication devices such as hand-

held computers, portable phones, mass storage systems, printers, and scanners, to home appliances

like toasters or heating and cooling systems. In this vision a heating and cooling system will be

connected to the network and provide maintenance information to the company that installed it,

report malfunctions to the manufacturer, contact a supplier to order new �lters, the power company

in case of a power failure, or the home owner in case of emergencies.

A Jini system consists of services, clients, and lookup services. A Jini community is a named

collection of clients and services typically written in Java and communicating using Jini proto-

cols. Jini addresses the scalability issue by allowing communities to be linked together into Jini

federations.

When registering with a lookup service the server provides a copy of the code and Jini allows

the actual code required to carry out the service to be downloaded to the client's side. Some of the

devices may be too primitive to support the full Jini environment; they would only be able to run

a wrapper able to gather data from a sensor and send it to a proxy located elsewhere. In this case,

when registering with the lookup service, the sever will send a proxy rather than the service itself.

2.9.1 Discovery.

Discovery is the process of �nding and then joining Jini communities. The discovery protocols

allow a Jini-aware entity to locate communities and discover the location of lookup services. The

join protocol then allows it to publish services to the community.

There are several discovery protocols. Lookup services use a multicast announcement protocol

to make public their presence when they become active. When a client or a service �rst becomes

active it uses a multicast request protocol to locate active lookup services. The unicast discovery

protocol is used by an entity that already knows the particular lookup service it want to connect to.

As a result of discovery, the entity is provided with one or more references to the lookup services

for the requested community.

2.9.2 Lookup.

The lookup is a long-running service that keeps track of all services that have joined a Jini com-

munity. The lookup service maintains a set of objects called service items. In turn, a service item

consists of a proxy object and a set of attributes describing the service. The proxy object serves

as a "front end" for interacting with the service; it allows services and devices to carry with them

the code necessary to use them.
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A proxy provides an easy way to access a service, very much like a Java applet. The proxy is

typically written by the developer of a service and downloaded by the users of that service. While

applets are intended for humans, proxies can be used programmatically to compose services.

The service provider
publishes the

description of a
service

Service
Provider

The client locates the
service with the help
of lookup services

Client

The client communicates directly with
the service provider

Lookup
Service

Figure 28: Lookup services in Jini.

The server proxy is a serializable Java object stored by the lookup service and downloaded by

a client. The interactions between the proxy and the service provider may be di�erent; the proxy

may:

(i) consist of an RMI stub used to access the service.

(ii) use a special protocol to talk to (a) the service implemented in a language other than Java, or

(b) a primitive device unable to run JVM.

(iii) contain the code necessary to perform the service at the client's site.

It is expected that a set of common services for widely used network devices, e.g., cellular phones,

printers, scanners, cameras, storage devices, etc. will be based on standardized interfaces. Clients

will be able to search based on the type of the proxy and for nonstandard services they will use the

attributes available in service items.

2.9.3 Leasing.

Jini communities are expected to rely on long-running services, e.g., the lookup services, that can

stay alive with little or no human intervention for months, possibly years. Traditional resource

reservation mechanisms that grant access to resources for an unlimited amount of time are inade-

quate.

Instead, Jini resources can be leased and the lease must be periodically renewed. At any time

the grantor of a lease may deny the request to renew it. The system also supports third-party

leasing, an entity may delegate the process of lease renewal to a third party. This arrangement is

convenient for cases when the service holding a lease is long-lived but rarely active; for example,

a back-up service is activated nightly for a limited amount of time. Third-party leasing delegates

the handling of events to another object, see Figure 29.
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Figure 29: Resource leasing. (a) Direct leasing; the client �rst sends a request to lease a resource,

then sends lease renewal requests periodically. (b) Third-party leasing; a proxy receives the periodic

lease renewal requests and updates the reservation table when the resource becomes available.

2.10 Information Grids

Electricity started to a�ect profoundly society only after interconnecting individual power stations

into power grids. In the late 1990s the North American power grid had more than 10,000 generators,

100,000 transmission lines, 70,000 substations and 130 million customers. Today we cannot conceive

life without electricity, black-outs are extremely rare events that remind us how dependent our

society is on electric power. The failure of individual power stations goes unnoticed and we regard

an entire power grid as a gigantic and very reliable power station. A power grid is a perfect example

of a system where the value of the ensemble is higher than the sum of its parts.

There is an enormous diversity of home appliances, industrial installations, transportation sys-

tems, medical instruments, and other devices that cannot function without the energy produced

by power grids. Yet, customers use electricity without any concern for where it was produced, the

topology of the power grid, the type of generators used, or the characteristics of the transmission

lines. We carry along electric appliances from one country or continent to another, and expect

them to function properly at a new location. Thus, it is only natural to ask ourselves if we could

extend the positive lessons we learned from power distributions to other important areas of human

endeavor.

Information, together with energy, are among the most important resources for a modern society.

Access to information ensures competitiveness in business, allows industry to create technologically

advanced products, creates a better learning environment for students at all levels, helps improve

the quality of the health-care system, and supports a credible defense for a country. Information

technology empowers scientists to look deeper into the microscopic universe and to understand the

atomic structure of biological materials and uncover the structure of the matter, and to look further

into the universe to understand how it all started billions of years ago.

Computers are man-made devices that provide the means to store and process information in

ways that are qualitatively and quantitatively superior to those available to previous generations.

It seems natural to think about creating information grids by linking computers together via high-

speed communication channels.

Information grids are not unlike power grids; they are large collections of systems, in this case

computers, owned and administered by autonomous organizations, interconnected with one another.

Unlike power grids that are expected to deliver one product, electric power, with few, well-de�ned
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characteristics, e.g., voltage, intensity, and frequency, an information grid is expected to deliver a

broad range of computing services. The set of services evolves in time, as new organizations join

the grid while others disappear and the characteristics of services provided by each autonomous

organization is subject to change. Thus, an information grid is a very dynamic system whereas a

power grid is a static system.

Information grids enjoy favorable economics and allow access to a broad range of state-of-the

art facilities to large communities of users. The rapid pace of technological development makes it

very diÆcult for individuals and organizations to keep their own hardware and software state of

the art. At the same time, the information grids facilitate collaborative e�orts in research as well

as industrial, commercial, and business applications.

The sustained e�ort to de�ne a new computing infrastructure involves many researchers and

practitioners. The Global Grid (GG) Forum is an organization whose goal is to study information

grids and de�ne standards for various aspects of grid computing. Several grid initiatives are under

way: NEESgrid - the Network for Earthquake Engineering and Simulation, the DOE Science Grid,

the EuroGrid, the Information Power Grid of NASA, the National Technology Grid, the European

DataGrid, GriPhyN - the Grid Physics Network, DisCom2 - the Distance and Distributed Com-

puting and Communication, Metasystems Thrust, and UNICORE. The main thrust of the e�ort

supported by the GG forum is towards the development of computational grids.

Another notable e�ort to create a wide-area system to share computing resources, the Peer-to-

Peer (P2P) working group, is supported by several vendors of computing equipment and software.

"Peer-to-peer computing is the sharing of computer resources and services by direct exchange

between systems. These resources and services include the exchange of information, processing

cycles, cache storage, and disk storage for �les."

We distinguish several types of information grids: computational, service, and data grids. Com-

putational grids treat computer systems connected at the edge of the Internet as large virtual

machines and allow users to execute seamlessly complex computations on these machines when the

resources needed are beyond those provided by any single system. Service grids allow dynamic

composition of services supported by independent service providers. Data grids allow controlled

access to large volumes of data, spread over the network.

The boundaries between these concepts are fuzzy; the three types of grids emphasize: the

autonomy of the resources placed at the edge of the Internet and the need for some form of temporal

coordination of a subset of resources to obtain a coherent result.

2.10.1 Resource Sharing and Administrative Domains

The de�ning characteristic of information grids is resource sharing among a large user population

in a network environment linking together autonomous systems.

In the context of an information grid the term resource is used in a wide sense; it means

hardware and software resources, services, and content. Content generally means some form of

static or dynamic data or knowledge. Autonomy implies that the resources are in di�erent domains

and resource sharing requires cooperation between the administrative authorities in each domain.

Sharing computer resources is driven by economics and has evolved over time, see Figure 30.

In the early days, computer systems were relatively expensive, one system was usually shared

among the members of the same organization, and sharing policies were established by a single

administrative authority. With the introduction of commodity computing, a one-to-one mapping

of users to systems became the norm and the more diÆcult problems posed by computing resource

sharing were partially avoided by the massive introduction of personal computers.

56



Users
Administrative

domains
many to one

one to one

many to many

Figure 30: The evolution of the mappings of users and administrative domains, from many-to-

one, to one-to-one, and many-to-many. At the top there are multiuser systems, where a relatively

small community of users share resources in a single administrative domain. In the middle we

see personal computing with one user in one administrative domain. At the bottom a large user

population shares resources available from multiple domains.

Nowadays, we wish to combine the two paradigms and build an infrastructure allowing virtually

an unlimited number of users to share a large numbers of autonomous systems in a transparent

manner, subject to some level of quality of service guarantees.

Resource management is a critical aspect of grid design. We distinguish between several levels

of resource management based on the granularity of resources. Fine-grain resource management

on a grid is extremely challenging because of the scale of the system and the diversity and scope

of user requests. To accomplish any task, an agent has to negotiate with the individual authorities

controlling the resources needed by the task. The �ner the granularity of the resources and the

larger the number of entities controlling them, the more diÆcult the coordination problem becomes.

In addition to economics, there are other driving forces behind the e�ort to build information

grids:

(i) Emerging applications with signi�cant social and economic impact such as telemedicine, distance

learning, and electronic commerce. Such applications require multiple services provided by several

autonomous organizations.

(ii) Collaborative applications that require very large groups of individuals to coordinate their

e�ort to solve a complex task, such as designing an airplane, conducting a high energy physics

experiment, or business-to-business applications.
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Figure 31: A service-layered architecture model.

2.10.2 Services in Information Grids

An important feature of a grid is its dynamic and open-ended character. The grid evolves in time

and new resources including services are constantly added to the grid, existing ones are modi�ed,

others are retired. Thus, a grid needs an infrastructure to mitigate access of the user community

to the ever-changing service landscape.

In this section we take a closer look at the architecture of grid services and distinguish between

several classes of services and a user-access layer. The service architecture of a grid is summarized

in Figure 31.

Systemwide services supporting coordinated and transparent access to resources of an informa-

tion grid are called societal services. Examples of societal services are: directory, event, service

discovery, QoS support, and persistent storage services.

Specialized services accessed directly by end users are called end services. Content-provider

services, legal, accounting, monitoring, and tracking are examples of end services. End services and

societal services are expected to be o�ered by independent service providers.

A user-access layer provides uniform and transparent access to services. The most important

function of this layer is to support dynamic service composition. Service composition and coor-

dination is critical in a grid where a user is interested in a result that often requires an ad hoc

assembly of end services as well as societal services and a mechanism to coordinate them.

There are qualitative and quantitative di�erences between di�erent types of grids regarding the

speci�c societal and end services provided to the user community.

A data grid allows a community of users to share content. A specialized data grid, supporting a

relatively small user community is the one used to share data from high energy physics experiments.

The World Wide Web can be viewed as an example of a data grid. This grid is populated with

HTTP, or Web servers, and audio and video streaming servers that provide the content. The user

population accesses these servers via the Internet. Yet, in this particular grid societal services are

limited and there are virtually no quality of service guarantees.

Societal services for the World Wide Web are provided by search engines, Web crawlers, and
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Figure 32: Content-delivery services replicate throughout the Internet objects and audio and video

streams from HTTP and data streaming servers, the so-called content providers.

DNS, the Internet directory service. Content-delivery services such as those o�ered by Akamai

are also societal services conceived to improve the quality of service without providing any QoS

guarantees.

The content-delivery services replicate throughout the Internet some of the content of their

client companies as shown in Figure 32. This replication removes the bottleneck due to single

server access points and ensures the scalability of the Web. Indeed, no single server or cluster of

servers could possibly have the communication bandwidth or the computing cycles to deal with the

very bursty nature of Web demands where peak request rates can be orders of magnitude larger

than the average request rates.

A content-delivery service such as Akamai places its servers at strategically located points in the

Internet and replicates dynamically objects in high demand, at a point closer to their consumption.

Portals supports static service coordination in the Web. For example, after buying a book from

Amazon.com one could request to have it delivered by FedEx and then access the tracking service

provided by FedEx.

2.10.3 Service Coordination

A service grid is expected to support applications such as electronic commerce, telemedicine, dis-

tance learning, and business to business. Such applications require a wide spectrum of end services

such as monitoring and tracking, remote control, maintenance and repair, online data analysis

and business support, as well as services involving some form of human intervention such as legal,

accounting, and �nancial services.

An application of a monitoring service in health care could be monitoring outpatients to ensure

that they take the prescribed medication. Controlling the heating and cooling system in a home to

minimize energy costs, periodically checking the critical parameters of the system, ordering parts

such as air �lters, and scheduling repairs is an example of control, maintenance, and repair service.

Data analysis services could be used in conjecture with arrays of sensors to monitor traÆc patterns

or to document visitor's interest at an exhibition.

There are also qualitative di�erences between service and data grids. The content in a service

grid is more dynamic; it is often the result of a cooperative e�ort of a number of service providers,
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involves a large number of sensors, and it is tailored to speci�c user needs. To create the dynamic

content we need some form of dynamic service composition. Dynamic service composition has no

counterpart in the current Web were portals supports static service coordination.

Consider the task of relocating a family as an example of dynamic service composition. Reloca-

tion is a complex activity involving buying and selling homes or renting apartments, registering and

unregistering children to schools, closing and opening bank accounts, transferring medical records

and locating new health-care providers, getting new license plates, and so on. The process is subject

to a set of constraints and it is very di�erent from one case to another. For example, instead of

buying a new home one may temporarily rent an apartment and build a house. Some of the activi-

ties are themselves composite, for example, building a home may require real-estate, architectural,

and �nancial, end services.

Societal services are also more demanding in a service grid. To avoid total chaos, a service

provider should �rst establish a contract with a directory service. Such a contract provides a

detailed description of the service in a universal service description language, it describes its pre-

conditions and postconditions, provides a pricing model, the reward or payment model, the terms

and conditions for providing the service, and possibly other clauses.

The QoS-oriented services are considerably more intricate in a service grid. For example, the

content-delivery services may be diÆcult or impossible to replicate because of proprietary informa-

tion. A service provider may have to establish a coalition with service provides in the same area,

share with them proprietary information, and agree to back each other up, once the service request

rate approaches the capacity of the original service provider.

2.10.4 Computational Grids

We turn our attention to an even more sophisticated type of grid. A computational grid is expected

to provide transparent access to computing resources for applications requiring a substantial CPU

cycle rate, very large memories, and secondary storage that cannot be provided by a single system.

seti@home is an example of a distributed application designed to take advantage of unused

cycles of PCs and workstations. Once a system joins the project, this application is activated by

mechanisms similar to the ones for screen savers. The goal of this project is to detect extraterrestrial

intelligence. The participating systems form a primitive computational grid structure; once a system

is willing to accept work it contacts a load distribution service, it is assigned a speci�c task and

starts computing. When interrupted by a local user, this task is checkpointed and migrated to the

load distribution service.

The requirements placed on the user access layer and societal services are even more stringent

for a computational grid than for a service grid. The user access layer must support various

programming models and the societal services of a computational grid must be able to handle

low-level resource management.

In our view, the most signi�cant di�erence between a data or service grid on one side and a

computational grid on the other side regards the granularity of resource allocation and management,

�ne-grain for the latter and course-grain for the former.

A service bundles together all or most of the resources necessary for the completion of service.

A server, e.g., a Web server, is �ne-tuned to coordinate CPU scheduling with secondary storage

and network bandwidth management. The internal resource allocation policies and mechanisms

are completely invisible to the end user who simply posts a request and gets a reply.

However, an agent coordinating a computation on a computational grid must �rst dynamically
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acquire resources, then start up the computation, monitor the execution, check the results, and

�nally release the resources and shut down the computation. For example, a computational task

may need at some point to use a linear system solver. To do so, it has to locate a site where it

has execution privileges and where the necessary linear algebra library is available, determine the

load on that site, and make sure that a new process can be started, that enough secondary storage

to accommodate the input and the output are available on site, that suÆcient communication

bandwidth exists on the link connecting it to the site. The level of diÆculties increases even

further when the grid has to support computation steering and large volumes of data have to be

transferred from the site where the computation takes place to the site were they are displayed.

Heterogeneity of the software and hardware is a serious concern in a computational grid. It does

not really matter if a video server providing an MPEG stream is hosted by a system running Linux

or Windows, or if the processor is Pentium or SPARC. Yet, the linear system solver in the previous

example is more restrictive, the compilers for the language the linear system solver is written in,

may produce slightly di�erent object code for the four operating system/processor combinations

discussed above. We may obtain slightly di�erent results using these codes on the four systems.

There is an additional reason why large problems that require a high degree of coordination

may be very diÆcult or even infeasible to solve on a grid. Even if we ignore for the moment the

accounting and security issues, the overhead for coordination and control of an application ampli�es

the resources needed to solve the same problem on a grid.

Suppose that problem X, say a molecular dynamics computation, requires 1015 CPU cycles to

produce a result. A substantial ratio of the cycles available on all systems connected to the Internet

is wasted, one could argue that this particular problem could be solved in a matter of days using

spare cycles.

Let us call this quantity the raw cycle requirement, r, and let o denote the overhead cycles needed

by the system to provide the coordination infrastructure. Then the adjusted cycle requirement for

this application becomes a = r + o.

We have to take into account the communication patterns of the application and the need to

coordinate multiple threads of control. This coordination may require some processes to wait for

the others at a synchronization point. Thus, the true cycle requirement t of a parallel application,

running on a grid has an additional component w due to blocking, t = r + o+ w.

Barrier synchronization is a communication pattern requiring all processes in a group to reach

a certain point before any of them is allowed to continue. If we spawn say 1000 processes, each

carrying the same computation on a subset of data and if the computation involves several phases,

we probably need to synchronize at the end of each phase. If one process in the process group was

preempted by the local scheduler, then all other processes in the group will waste a large number of

cycles while waiting at the barrier. This leads to one of the more diÆcult problems in scheduling,

the so-called co-scheduling or gang scheduling when all processes must be active at the same time.

In our example, one could envision a recovery service that would be alerted by the individual

processes once they reach the barrier, and in turn this recovery service would either migrate the pre-

empted process or negotiate with the local scheduler to reactivate it. In this case the w component

can be reduced at the expense of the o component.

The true cycle requirement of a parallel application running on a grid could be orders of mag-

nitude larger than the raw cycle requirements, t >> r. In the general case, t depends on the

coordinating architecture, the more autonomy the individual nodes of the grid have, the larger

the o and w components of t. The two additional components are dependent on the execution

environment, e at time t: o = o(e(t)), and w = w(e(t)).

A qualitative analysis shows that when using N nodes the true cycle requirements per node,
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Figure 33: The e�ect of resource allocation granularity and the degree of node autonomy on the

true cycle requirement per node in a computational grid. The three curves correspond to di�erent

degrees of node autonomy, the autonomy increases from a to b and then to c.

tN = t=N initially decreases because the o and w initially increase slowly when N increases. This

translates into reduced execution time measured by the speedup.

The speedup of some application may be linear when the computation requires little coordination

between the threads of control. In some cases we may even observe a super-linear speedup. Indeed,

most systems support a memory hierarchy including cache, main memory, secondary, and ternary

storage. Partitioning a large data set into increasingly smaller segments may allow a system to

reduce the number of references to the elements of the storage hierarchy with higher latency and

improve the cache hit ratios and to reduce the number of page faults or data-staging requests and

this would actually contribute to a decrease of the r component.

As N increases the granularity of actual computation assigned to a single node measured by

r=N decreases while the coordination and blocking component increase. Thus, we expect to speed

up to reach a maximum and then decrease, a well-known fact in the parallel computing community.

Alternatively, the curve showing the dependency of tN on granularity of computation will show a

minimum, see Figure 33.

Let us now examine the e�ect of the node autonomy on the true cycle requirement per node.

Consider now a �xed number of nodes and several running environments starting with one where

all the N nodes are under the control of a single scheduler, and continue with environments where

an increasingly smaller number of nodes are under the control of a single scheduler. Clearly, the

o and w components increase as the number of autonomous domains increases; we now have the

additional overhead of coordination between the autonomous domains. The three curves, a, b, and

c, in Figure 33 show this e�ect. Not only the optimal number of true cycle requirements per node

increases but also the shape of the curve is likely to be altered, the performance degrades faster as

we move away from the optimal functioning point.
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3 Process Coordination and Software Agents

Coordination is a very broad subject with applications to virtually all areas of science and engineer-

ing, management, social systems, defense systems, education, health care, and so on. Human life is

an exercise in coordination, each individual has to coordinate his own activities with the activities

of others, groups of individuals have to coordinate their e�orts to achieve a meaningful result.

Coordination is critical for the design and engineering of new man-made systems and important

for understanding the behavior of existing ones. Explicit coordination is at the heart of workow

management; the function of a workow enactment engine is to ensure coordination of di�erent

component activities. For this reason we explore in this chapter coordination models, mechanisms,

and technologies.

Coordination is an important dimension of computing. An algorithm describes the ow of con-

trol, the ow of data, or both; a program implementing the algorithm coordinates the software

and the hardware components involved in a computation. The software components are library

modules interspaced with user code executed by a single thread of control in case of sequential com-

putations; in this case the hardware is controlled through system calls supported by the operating

system running on the target hardware platform.

Coordination of distributed and/or concurrent computations is more complex, it involves soft-

ware components based on higher level abstractions, such as objects, agents, and programs as well

as multiple communication and computing systems. Throughout this chapter we are only con-

cerned with coordination in an open system where individual components are course grain software

systems running on computers interconnected via a wide area network. Each process description

of an workow provides an ad hoc linking of such systems.

Software agents provide an appealing technology for coordination. We discuss the autonomy,

intelligence, and mobility and then we examine other de�ning attributes of an agent.

This chapter is organized as follows. In Section 3.1 we analyze the relationship between coordi-

nation and autonomy. In Sections 3.2 and 3.3 we present coordination models and techniques. We

discuss the challenges of coordination in an open system interconnected by a wide area network

and contrast endogeneous and exogeneous systems. In exogeneous systems the coordination is sep-

arated from the main functionality of the system. We overview coordination based on scripting

languages, middle agents, and shared data spaces.

3.1 Coordination and Autonomy

Coordination means managing the interactions and dependencies of the entities of a system. Inter-

actions and dependencies are terms used in a broad sense, interactions cover any form of commu-

nication between system components, dependencies refer to spatial, temporal, causal relationships.

Virtually all man-made systems have a built-in coordination entity, the more complex the system,

the more sophisticated this entity. The control unit (CU) of a microprocessor coordinates the

execution of instructions. The CU does not produce any visible results, it only generates the

control signals that trigger actions of other components that perform functions with visible side

e�ects. For example, the instruction fetch unit brings in a new instruction from the main memory;

the instruction decoding unit determines the operation to be performed and the operands; the

arithmetic and logic unit (ALU) performs arithmetic and logic operations on integers; the oating

point unit performs a similar function on oating point data.

The air traÆc control system is an example of a complex coordination system that involves

interactions between diverse entities such as humans, computer systems, mechanical systems, radar
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systems, communication systems, and weather systems. The interactions patterns among these

systems are fairly complex and so are the resulting actions. Sensors display information about

the parameters of the engines, the pilot declares an emergency condition, the air traÆc controller

grants permission to land, the pilot manipulates various levers, the engines produce less power, the

control surfaces modify their geometry and orientation, the radar system reports the position of

the airplane, and so on. The air traÆc control system has to take into account an extraordinary

number of dependencies: out of the few thousand airplanes in the air at any given time, no airplane

can �nd itself within a safety box around any other airplane, no airplane can y further than the

amount of fuel in its tanks allows, an airplane cannot land before taking o�, and so on.

In the general case, the components of a system are designed independently and expected to

exhibit a certain degree of autonomy. Autonomy means that an entity may act independently,

outside the spirit, or without the intervention of the coordinating entity(s). The pilot of an airplane,

at his own initiative, may depart from his assigned ying path and take evasive actions to avoid

another ying object. The airplanes must y autonomously for prolonged periods of time when a

power failure shuts down the air traÆc control system.

The concept of autonomy of man-made systems deserves further scrutiny. The trait we described

in the previous paragraph reects behavioral autonomy. The design autonomy reects the need to

create components that are multifunctional. An airplane manufacturer uses the same basic design

for passenger and cargo planes to defer large development costs. The con�guration autonomy reects

the ability of individual organization to adjust a component to its own needs. For example, two

di�erent airlines may install di�erent engines on the same airplane model, the number of passenger

seats may be di�erent.

The proper balance between autonomy and coordination is case-speci�c. Coordination in a

microprocessor is very tight, a �nite state machine describes precisely the states and the events

causing transitions; the CU implements that state machine and reacts to each event causing a

change of state. The coordination of an assembly line leaves little autonomy to the humans, or to

the robots performing individual assembly tasks. At the opposite side of the spectrum, a student

working on her doctoral dissertation, a climber attempting to reach the summit of K9, or a robot

on a space probe, have a higher degree of autonomy.

The relationship between the autonomy of entities involved in a complex task and the coordi-

nation are very complex. An intuitive analogy is to assimilate components with atoms, autonomy

with repulsive forces attempting to keep them apart, and coordination with attraction forces bind-

ing them together, see Figure 34. At equilibrium the balance between the two types of forces

determines the distance between atoms, or the proper balance between autonomy and coordination

e�ects.

Components
Atoms

Components
Atoms

Coordination
Attraction forces

Autonomy
Repulsion forces

Autonomy
Repulsion forces

Figure 34: A physical analogy of the interactions between autonomy and coordination.

We can examine the relationship between autonomy and coordination of a system with many

components from the point of view of information theory. A larger degree of autonomy increases
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the entropy; given two system with identical components, the one consisting of components with

additional degrees of freedom has a larger entropy. However, coordination tends to reduce the

number of degrees of freedom of the system and decreases its entropy.

Coordination is an invisible activity, when properly conducted it leads to the successful com-

pletion of a complex task, with minimal overhead and best possible results. In the context of our

previous example, if all airplanes land and depart precisely at the scheduled time, the air traÆc

control system has done a very good job.

While it is generally straightforward to assess the quality of service and the performance of

individual components, it is harder to assess the quality and performance of coordination activities.

We cannot possibly conclude that the air traÆc system is faulty when the airplanes experience

delays. Only a very intricate analysis may reveal that the endemic delays may be due to the

airlines, the weather, the airports, the traÆc control system, or to a combination of causes.

This uncertainty transcends man-made systems, it is encountered at various scales in social

systems. For example, the administration of a University functioning very smoothly is transparent

to both students and faculty and the only information available to the outside world is that the

education and research missions of the university are accomplished awlessly. However, an incom-

petent university administration may hide behind this uncertainty and blame the ills of a poorly

functioning university on faculty and/or students.

In Chapter 1 of the book [145], that coordination on a computational or service grid increases the

overhead of carrying out a complex task. This is a general phenomenon, any form of coordination

adds its own communication patterns and algorithms to assess the dependencies among components.

Can we de�ne formal models of coordination that transcend the speci�cs of a particular applica-

tion? Are there speci�c coordination abstractions? Can we separate the framework for expressing

interactions from the interactions themselves? Can we talk about a coordination discipline?

The answers to some of these questions are not obvious to us. In most instances we can separate

the coordination aspects of a complex activity from the tasks involved and encapsulate them into

reusable software components. But, it is yet to be determined whether we can create a complete

set of orthogonal coordination abstractions that can span the space, or, in other words, are suitable

for all coordination schemes that may arise in practice.

An analysis of social experiments is not very helpful either. We can ask ourselves the question if

the society can train successfully individuals whose role is to coordinate, regardless of the domain

they are expected to work with. High-tech companies are examples of large organizations that

require insightful coordination. If we analyze such companies, we see that some are led by indi-

viduals with sound technical background but no formal managerial training, others by individuals

who have no formal technical training, but have an MBA degree. There are success stories as well

as horror stories in each group.

Human-centric coordination has been the only form of coordination for some time. We are now in

the process of delegating restricted subsets of coordination function to computers. This delegation

can only be successful if we understand well the mechanisms and models used by humans.

3.2 Coordination Models

Let us now discuss coordination models. They provide the glue to tie together services and agents

in globally distributed computing systems. We restrict our discussion to computer-centric coor-

dination and to the communication media we have become familiar with, the Internet. Clearly,

communication is a critical facet of coordination and this justi�es our in-depth coverage of computer

networks and distributed systems in previous chapters.
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The great appeal of stored program computers is that they can be programmed to perform a

very broad range of coordination functions, provided that they can be interfaced with sensors

reporting the state of the system and with actuators allowing them to perform actions resulting

in changes of the environment. Microprocessors are routinely used to coordinate various aspects

of the interactions of a system with its environment; they are embedded into mechanical systems

such as cars, airplanes, and into electromechanical systems, such as home appliances and medical

devices, and into electronic systems, and so on.

Thus the entities involved in computer-centric coordination are processes. Yet, we are primarily

interested in hybrid systems involving humans and computers. A subset of processes involved in

coordination are connected to humans, sensors, actuators, communication systems, and other type

of devices.

We want to further limit the scope of our discussion and Figure 35 illustrates a three-dimensional

space for coordination models. The �rst dimension reects the type of the network, an intercon-

nection network of a parallel system, a local area network, or a wide area network; the second

dimension describes the type of coordination, centralized, or distributed; the third dimension re-

ects the character of the system, closed, or open.

A computer network provides the communication substrate and its characteristics provide the

�rst dimension of a coordination space. The individual entities can be co-located in space within

a single system, they can be distributed over a LAN, or over a WAN. Our primary interest is in

the WAN case, we are interested in Internet-wide coordination. In Chapter 4 of the book [145]

we presented the de�ning attributes of a WAN and the e�ect of faults, communication delays, and

limited bandwidth on applications running at the periphery of the network.

Coordination in a WAN is a more diÆcult problem than coordination con�ned to a LAN or to a

single system; we have to deal with multiple administrative domains and in theory communication

delays are unbounded. In a WAN it is more diÆcult to address performance, security, or quality

of service issues.

There are two approaches to coordination, a centralized and a distributed one. Centralized

coordination is suitable in some instances, for example, in case of ad hoc service composition.

Suppose that one user needs a super service involving several services; in this case an agent acting

on behalf of the user coordinates the composition. For now the term agent simply means a program

capable of providing a user interface as well as interfaces with all the services involved.

In other cases, a distributed coordination approach has distinct bene�ts. Consider, for example,

a complex weather service with a very large number of sensors, of the order of millions, gathering

weather-related data. The system uses information from many databases; some contain weather

data collected over the years, others archive weather models. The system generates short-, medium-,

and long-range forecasts. Di�erent functions of this service such as data acquisition, data analysis,

data management, weather information services will most likely be coordinated in a distributed

fashion. A hierarchy of coordination centers will be responsible for data collected from satellites,

another group will coordinate terrestrial weather stations, and yet another set of centers will manage

data collected by vessels and sensors from the oceans.

The last dimension of interest of the coordination space reects whether the system is closed and

all entities involved are known at the time when the coordination activity is initiated, or the system

is open and allows new entities to join or leave at will. Coordination in an open system is more

diÆcult than coordination in a closed system. Error recovery and fault tolerance become a major

concern, a component suddenly fails or leaves the system without prior notice. The dynamics of

coordination changes; we cannot stick to a precomputed coordination plan, we may have to revise

it. The state of the system must be reevaluated frequently to decide if a better solution involving
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Figure 35: A three-dimensional space for coordination models. The coordination can be centralized,

or distributed; the components to be coordinated may be con�ned to a single system, to a LAN, or

to a WAN; the system may be open, or closed. We are most interested in centralized and distributed

coordination of open systems in WAN.

components that have recently joined the system exits.

We concentrate on open systems because Internet resources, including services, are provided by

autonomous organizations and such resources join and leave the system at will. We are primarily

interested in coordination models of type A and B; type A refers to centralized coordination of

open systems with the communication substrate provided by a WAN; type B refers to decentralized

coordination of open systems with the communication substrate provided by a WAN.

To make our task even more challenging, we have to take into account component mobility. Some

of the components may migrate from one location to another at runtime. Since communication

among entities is a critical facet of coordination we reexamine the communication paradigms and

accommodate entity mobility. For example, consider an agent communicating with a federation of

agents using the TCP protocol. When the agent migrates to a new location we can either close

the existing TCP connections and reopen them from the new site or hand o� the connections to

the new site. The �rst option is suitable when agent migration seldom occurs; the second option is

technically more diÆcult.

Let us look now at coordination models from a constructive perspective and ask ourselves

whether or not the coordination primitives must be embedded into individual components. Another

question is how to support coordination mechanisms, see Figure 36.

The answer to the �rst question is that we may have endogeneous coordination systems and

models where entities are responsible for receiving and delivering coordination information and, at

the same time, for coordinating their actions with other components. In exogeneous coordination

systems and models the entities are capable of reacting to coordination information, but the actual

coordination is outside of their scope, there are external coordinating entities whose only function

is to support the coordination mechanisms. For example, in the case of workow management the

coordination functions are concentrated into the workow enactment engine.
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Figure 36: A constructive classi�cation of coordination systems and models: endogeneous versus

exogeneous and data-driven versus control-driven. In endogeneous systems entities are responsible

for receiving and delivering coordination information and, at the same time, for coordinating their

actions with other components. In exogeneous systems, the entities are capable of reacting to

coordination information, but the actual coordination is outside of their scope. In data-driven

systems individual entities receive data items, interpret and react to them, whereas in control-

driven systems the entities receive commands and react to them.

We believe that the exogeneous coordination models have distinct advantages; they exhibit a

higher degree of:

(i) design autonomy of individual components,

(ii) behavioral autonomy; the coordination functions are concentrated in several entities that can

adapt better to changing environments.

The answer to the second question is that we distinguish between data-driven or control-driven

coordination models. In data-driven coordination models individual entities receive data items,

interpret and react to them. In control-driven models the entities receive commands and react to

them. The emphasis is on the control ow. The two models are dual; their duality mirrors the

duality of message passing and remote method invocation.

Although these classi�cations are useful to structure the model space, sometimes the boundaries

between di�erent models are not clear. For example, the boundaries between data-driven and

control-driven models may be quite fuzzy; if a resource requires periodic renewal of its lease, the

very presence of a message indicates that the sender is alive and the lease is automatically renewed.

3.3 Coordination Techniques

We distinguish between low-level and high-level coordination issues. Low-level coordination is-

sues are centered on the delivery of coordination information to the entities involved; high-level

coordination covers the mechanisms and techniques leading to coordination decisions.

The more traditional distributed systems are based on direct communication models like the one

supported by remote procedure call protocols to implement the client-server paradigm. A client

connected to multiple servers is an example of a simple coordination con�guration; the client may

access services successively, or a service may in turn invoke additional services.

In this model there is a direct coupling between interacting entities in terms of name, place,

and time. To access a service, a client needs to know the name of the service, the location of the
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service, and the interaction spans a certain time interval.

Mediated coordination models ease some of the restrictions of the direct model by allowing an

intermediary, e.g., a directory service to locate a server, an event service to support asynchronous

execution, an interface repository to discover the interface supported by the remote service, broker-

age and matchmaking services to determine the best match between a client and a set of servers,

and so on.

The software necessary to glue together various components of a distributed system is called

middleware. The middleware allows a layperson to request services in human terms rather than

become acquainted with the intricacies of complex systems that the experts themselves have troubles

fully comprehending.

3.3.1 Coordination Based on Scripting Languages

Coordination is one application of a more general process called software composition where indi-

vidual components are made to work together and create an ensemble exhibiting a new behavior,

without introducing a new state at the level of individual components. A component is a black box

exposing a number of interfaces allowing other components to interact with it.

The components or entities can be "glued" together with scripts. Scripting languages provide

"late gluing" of existing components. Several scripting languages are very popular: Tcl, Pearl,

Python, JavaScript, ApleScript, Visual Basic, languages supported by the csh or the Bourne

Unix shells,

Scripting languages share several characteristics [162]:

(i) Support composition of existing applications; thus, the term "late gluing". For example, we

may glue together a computer-aided design system (CAD), with a database for material properties

(MPDB). The �rst component may be used to design di�erent mechanical parts; then the second

may be invoked to select for each part the materials with desirable mechanical, thermal, and

electrical properties.

(ii) Rely on a virtual machine to execute bytecode Tcl, or interpreted languages. Pearl, Python,

and Visual Basic are based on a bytecode implementation, whereas JavaScript, AppleScript,

and the Bourne Shell need an interpreter.

(iii) Scripting languages favor rapid prototyping over performance. In the previous example, one

is likely to get better performance in terms of response time by rewriting and integrating the two

software systems, but this endeavor may require several men-years; writing a script to glue the two

legacy applications together could be done in days.

(iv) Allow the extension of a model with new abstractions. For example, if one of the components

is a CAD tool producing detailed drawings and speci�cations of the parts of an airplane engine,

then the abstractions correspond to the airplane parts, e.g., wing, tail section, landing gear. Such

high-level, domain-speci�c abstractions can be easily understood and manipulated by aeronautic

and mechanical engineers with little or no computer science background.

(v) Generally, scripting languages are weakly typed, o�er support for introspection and reection,

and for automatic memory management.

Pearl, Python, JavaScript, AppleScript, and Visual Basic are object-based scripting lan-

guages. All four of them are embedable, they can be included into existing applications. For ex-

ample, code written in JPython, a Java version of Python, can be embedded into a data stream,

sent over the network, and executed by an interpreter at the other site.
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Pearl, Python, and JavaScript support introspection and reection. Introspection and re-

ection allow a user to determine and modify the properties of an object at runtime.

Scripting languages are very popular and widely available. Tcl, Pearl, and Python are available

on most platforms, JavaScript is supported by Netscape, the Bourne Shell is supported by Unix,

and Visual Basic by Windows.

Script-based coordination has obvious limitations; it is most suitable for applications with one

coordinator acting as an enactment engine, or in a hierarchical scheme when the legacy applications

form the leaves of the tree and the intermediate nodes are scripts controlling the applications in

a subtree. A script for a dynamic system, where the current state of the environment determines

the course of action, becomes quickly very complex. Building some form of fault tolerance and

handling exceptions could be very tedious.

In summary, script-based coordination is suitable for simple, static cases and has the advantage

of rapid prototyping but could be very tedious and ineÆcient for more complex situations.

3.3.2 Coordination Based on Shared-Data Spaces

A shared-data space allows agents to coordinate their activities. We use the terminology shared-

data space because of its widespread acceptance, though in practice the shared space may consist of

data, knowledge, code, or a combination of them. The term agent means a party to a coordination

e�ort.

In this coordination model all agents know the location of a shared data space and have access

to communication primitives to deposit and to retrieve information from it. As in virtually all other

coordination models, a prior agreement regarding the syntax and the semantics of communication

must be in place, before meaningful exchanges of coordination information may take place.

Coordination item
(data, knowledge, code)

Shared-Data Space

Push Pull

Producer
Agent

Consumer
Agent

Figure 37: A shared-data space coordination model. The producer of the coordination information

pushes an item into the shared data space, a consumer pulls it out. Little, or no state information

needs to be maintained by the shared-data space. The model supports asynchronous communication

between mobile agents. The agents may join and leave at will, the model supports open systems.

The shared-data space coordination model allows asynchronous communication between mobile

agents in an open system, as seen in Figure 37. The communicating components need not be

coupled in time or space. The producer and the consumer of a coordination information item act

according to their own timing; the producer agent may deposit a message at its own convenience

and the consumer agent may attempt to retrieve it according to its own timing. The components

need not be co-located; they may even be mobile. The only constraint is for each agent to be able

to access the shared-data space from its current location. Agents may join and leave the system at

will.

Another distinctive advantage of the shared-data space coordination model is its tolerance of
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heterogeneity. The implementation language of the communicating entities, the architecture, and

the operating systems of the host where the agents are located play no role in this model. An agent

implemented in Java, running in a Linux environment and on a SPARC-based platform, could

interact with another one implemented in C++, running under Windows on a Pentium platform,

without any special precautions.

Traditionally, a shared-data space is a passive entity, coordination information is pushed into it

by a source agent and pulled from it by the destination agent. The amount of state information

maintained by a shared-data space is minimal, it does not need to know either the location or

even the identity of the agents involved. Clearly, there are applications where security concerns

require controlled access to the shared information, thus, some state information is necessary. These

distinctive features make this model scalable and extremely easy to use.

An alternative model is based on active shared-data spaces; here the shared-data space plays an

active role, it informs an intended destination agent when information is available. This approach

is more restrictive, it requires the shared-data space to maintain information about the agents

involved in the coordination e�ort. In turn, this makes the system more cumbersome, less scalable,

and less able to accommodate mobility.

Several avors of shared-data spaces exist. Blackboards were an early incarnation of the shared-

data space coordination model. Blackboards were widely used in arti�cial intelligence in the 1980s.

Linda [120, 121] was the �rst system supporting associative access to a shared-data space.

Associative access raises the level of communication abstraction. Questions such as who produced

the information; when was it produced; who were the intended consumers are no longer critical and

applications that do not require such knowledge bene�t from the additional exibility of associative

access.

Tuples are ordered collections of elements. In a shared-tuple space agents use templates to

retrieve tuples; this means that an agent speci�es what kind of tuple to retrieve, rather than what

tuple.

Linda supports a set of primitives to manipulate the shared tuple space; out allows an agent

to deposit or write a tuple with multiple �elds in the tuple space; in and rd are used to read or

retrieve a tuple when a matching has been found; inp and rdp are nonblocking versions of in and

rd; eval is a primitive to create an active tuple, one with �elds that do not have a de�nite value

but are evaluated using function calls.

Several types of systems extend some of the capabilities of Linda. Some, including T Spaces

from IBM and JavaSpaces from Sun Microsystems, extend the set of coordination primitives,

others a�ect the semantics of the language, yet another group modify the model. For example, T

Spaces allows database indexing, event noti�cation, supports queries expressed in the structured

query language (SQL), and allows direct thread access when the parties run on the same Java

Virtual Machine (JVM).

A survey of the state of the art in tuple-based technologies for coordination and a discussion

of a fair number of systems developed in the last few years is presented in [160]. Several papers

in reference [154] provide an in-depth discussion of tuple space coordination. More details on

tuplespaces are provided in Chapter 8 of the book [145].

An interesting idea is to construct federations of shared tuple spaces. This architecture mirrors

distributed databases and has the potential to lead to better performance and increased security for

the hierarchical coordination model, by keeping communications local. Security is a major concern

for tuplespace-based coordination in the Internet.
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3.3.3 Coordination Based on Middle Agents

Server

Server

Server

Server

advertise/unadvertise

Broker

Client

request

response

response

request

Figure 38: A broker acts as an intermediary between a client and a set of servers. The sequence of

events: (i) servers register with a broker; (ii) a client sends a request; (iii) the broker forwards the

request to a server; (iv) the server provides the response to the broker; (v) the broker forwards the

request to the client.

In our daily life middlemen facilitate transactions between parties, help coordinate complex

activities, or simply allow one party to locate other parties. For example, a title company facilitates

real estate transactions, wedding consultants and planners help organize a wedding, an auction

agency helps sellers locate buyers and buyers �nd items they desire.

So it is not very surprising that a similar organization appears in complex software systems.

The individual components of the system are called entities whenever we do not want to be speci�c

about the function attributed to each component; they are called clients and servers when their

function is well de�ned.

Coordination can be facilitated by agents that help locate the entities involved in coordination,

and/or facilitate access to them. Brokers, matchmakers, and mediators are examples of middle

agents used to support reliable mediation and guarantee some form of end-to-end quality of service

(QoS). In addition to coordination functions, such agents support interoperability and facilitate

the management of knowledge in an open system.

A broker is a middle agent serving as an intermediary between two entities involved in coordi-

nation. All communications between the entities are channeled through the broker. In Figure 38

we see the interactions between a client and a server through a broker. In this case, the broker

examines the individual QoS requirements of a client and attempts to locate a server capable of

satisfying them; moreover, if the server fails, the broker may attempt to locate another one, able
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to provide a similar service under similar conditions.

The broker does not actively collect information about the entities active in the environment,

each entity has to make itself known by registering itself with the broker before it can be involved in

mediated interactions. An entity uses an advertize message, see Figure 38, to provide information

about itself to the broker and an unadvertize to retract its availability.

The entities may provide additional information such as a description of services, or a description

of the semantics of services. The broker may maintain a knowledge base with information about

individual entities involved and may even translate the communication from one party into a format

understood by the other parties involved.

request for server id

response: server id
Broker

Server

Server

Server

Server

Client

advertise/unadvertise

service response

service request

Figure 39: A matchmaker helps a client select a server. Then the client communicates directly

with the server selected by the matchmaker. The sequence of events: (i) servers register with the

matchmaker; (ii) a client sends a request to a broker; (iii) the broker selects a server and provides

its ID; (iv) the client sends a request to the server selected during the previous step; (v) the server

provides the response to the client.

A matchmaker is a middle agent whose only role is to pair together entities involved in coordina-

tion; once the pairing is done, the matchmaker is no longer involved in any transaction between the

parties. For example, a matchmaker may help a client select a server as shown in Figure 39. Once

the server is selected, the client communicates directly with the server bypassing the matchmaker.

The matchmaker has a more limited role; while the actual selection may be based on a QoS

criterion, once made, the matchmaker cannot provide additional reliability support. If one of

the parties fails, the other party must detect the failure and again contact the matchmaker. A

matchmaker, like a broker, does not actively collect information about the entities active in the

environment, each entity has to make itself known by registering itself with the matchmaker.

A mediator can be used in conjunction with a broker, or with a matchmaker to act as a front end

to an entity, see Figure 40. In many instances it is impractical to mix the coordination primitives

with the logic of a legacy application, e.g., a database management system. It is easier for an agent
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response: mediator id
Broker
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Mediator

Mediator
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Figure 40: A mediator acts as a front end or a wrapper to one or more servers; it translate requests

and responses into a format understood by the intended recipient. A mediator may be used in

conjunction with brokers or matchmakers.

to use a uniform interface for an entire set of systems designed independently, than to learn the

syntax and semantics of the interface exposed by each system. The solution is to create a wrapper

for each system and translate an incoming request into a format understood by the speci�c system it

is connected to; at the same time, responses from the system are translated into a format understood

by the sender of the request.

3.4 Software Agents

Until now we have used the term agent rather loosely, meaning a software component performing

a well-de�ned function and communicating with other components in the process. Now we restrict

our discussion to software agents.

Software agents, interface agents, and robotics are ubiquitous applications of arti�cial intelli-

gence (AI). Interface agents are considered to be an evolutionary step in the development of visual

interfaces. Robotics uses agents to model the behavior of various types of devices capable of per-

forming humanlike functions. Several references [21, 140, 141, 158, 159] address the theoretical

foundations of agent research.

The software agents �eld witnesses the convergence of specialists from arti�cial Iintelligence and

distributed object systems communities. The �rst group emphasizes the intelligence and autonomy

facets of agent behavior. The second group sees agents as a natural extension of the object-oriented

programming paradigm and is concerned with mobility; for this community an agent is a mobile

active object. An active object is one with a running thread of control.

Various de�nitions of agency have been proposed. An agent is an entity perceiving its envi-

ronment through sensors and acting on that environment through e�ectors and actuators [161]; a

rational agent is expected to optimize its performance on the basis of its experience and built-in
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knowledge. Rational agents do not require a logical reasoning capability, the only assumption is

that the agent is working towards its goal.

A weak notion of an agent is introduced in [174]: An agent is an entity that is (a) autonomous,

(b) communicates, thus has some sort of social ability, (c) responds to perception - reactivity, and

(d) is goal-directed, pro-activity.

The main di�erence between these de�nitions is that the one in [161] does not include the

necessity of a separate goal or agenda, whereas the one in [174] includes the requirement of com-

munication, not present in the other de�nitions.

Stronger notions relate agency to concepts normally applied to humans. For example, some use

mentalistic notions such as knowledge, belief, intentions, and obligations to describe the behavior

of agents. Others, consider emotional agents [21].

Although the separation between the strong and the weak notions of agency seems appropriate,

we believe that using anthropomorphical terms is not particularly useful. Agent systems have to

be evaluated individually to see if notions such as \knowledge" or \emotion" mean more than

\database" or \state."

Figure 41 shows the interactions between an agent and the world. A reex agent responds with

reex actions that do not require knowledge about the environment. A goal-based agent responds

with goal-directed actions based on its model of the world. These goal-directed actions reect an

intelligent behavior based on inference, planning, and learning.

Reflex Agents

Real World

perceptions

reflex actions

Goal-Directed Agents

Model of the
World

perceptions

goal-directed actions

Figure 41: Reex agents react to the environment through reex actions. Goal-directed agents

respond with goal-directed actions.

3.4.1 Software Agents as Reactive Programs

A software agent is a reactive program. A reactive program is one designed to respond to a broad

range of external and internal events. Functionally, the main thread of control of a reactive program

consists of a loop to catch events; the reactive program may have one or more additional threads of

control to process events. The lifetime of a reactive program is potentially unlimited once started,

the program runs until either an error occurs, or it is shut down.
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Figure 42: Batch execution mode, and two types of reactive programs, servers and agents. Servers

respond to requests, agents perform actions either as a reaction to an external event, or at their

own initiative.

Ubiquitous examples of reactive programs are the kernel of an operating System (OS) or the

program controlling the execution of a server. An OS kernel reacts to hardware and software events

caused by hardware and software interrupts. Hardware events are due to timer interrupts, hardware

exceptions, Input/Output (I/O) interrupts, and possibly other causes.

Hardware interrupts cause the activation of event handlers. For example, a timer interrupt

caused by the expiration of the time slot allocated to a process may lead to the activation of the

scheduler. The scheduler may suspend the current process and activate another one from the ready

list. Software interrupts are caused by exceptional conditions such as overow, underow, invalid

memory address, and invalid operations.

A server reacts to external events caused by requests from clients; the only internal events the

server program reacts to are hardware or software exceptions triggered by an I/O operation, an

error, or software interrupts.

Other common types of programs are batch and interactive, see Figure 42. The main thread of

control of a traditional batch program reads some input data, executes a speci�c algorithm, produces

some results, and terminates. During its execution, the program may spawn multiple threads of

control and may react to some external events; for example, it may receive messages, or may

respond to speci�c requests to suspend or terminate execution. An interactive program is somehow

similar to a batch program, it implements a speci�c algorithm, but instead of getting its input at

once, it carries out a dialog with the user(s), responds to a prede�ned set of commands, and tailors

its actions accordingly. In both cases the lifetime is determined by the algorithm implemented by

the program.

A software agent is a special type of reactive program, some of the actions taken by the agent

are in response to external events, other actions may be taken at the initiative of the agent. This

special behavior of a software agent distinguishes it from other types of programs.

The de�ning attributes of a software agent are: autonomy, intelligence, and mobility [26], see

Figure 43. Autonomy, or agency, is determined by the nature of the interactions between the

agent and the environment and by the interactions with other agents and/or the entities they

represent. Intelligencemeasures the degree of reasoning, planning, and learning the agent is capable

of. Mobility reects the ability of an agent to migrate from one host to another in a network.

An agent may exhibit di�erent degrees of autonomy, intelligence, and mobility. For example, an

agent may have inferential abilities, but little or no learning and/or planning abilities. An agent
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may exhibit strong or weak mobility; in the �rst case, the agent may be able to migrate to any site

at any time; in the second case, the migration time and sites are restricted.

Agency - autonomous behavior

Mobility

Intelligence
- inference
- planning
- learning

Figure 43: The de�ning attributes of a software agent: autonomy, intelligence, and mobility. An

agent may exhibit di�erent degrees of autonomy, intelligence, and mobility.

We now examine more closely the range of speci�c attributes we expect to �nd at some level in

a software agent:

(i) Reactivity and temporal continuity.

(ii) Persistence of identity and state.

(iii) Autonomy.

(iv) Inferential ability.

(v) Mobility.

(vi) Adaptability

(vii) Knowledge-level communication ability.

3.4.2 Reactivity and Temporal Continuity

Reactivity and temporal continuity provide an agent with the ability to sense and react over long

periods of time. Reactivity is the property of agents to respond in a timely manner to external

events. Reactivity implies an immediate action without planning or reasoning. Reactive behavior is

a major issue for agents working in a real-time environment. In this case, the reaction time should

be very short, in the microseconds to milliseconds range, so most reasoning models are much too

slow.

Reactive behavior can be obtained using either a table lookup, or a neural network. Creating

an explicit lookup table is diÆcult when the quantity of information in each item is very large as is

the case with visual applications. In this case, segments of the table can be compressed by noting

commonly occurring associations between inputs and outputs; such associations can be summarized

in condition-action rules or situation-action rules such as:

if car-in-front-is-braking then initiate-braking.
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Agents exhibiting exclusively reactive behavior are called simple reex agents [161]. Some agent

systems follow biological systems where there is a division of labor between the conditional reactions

controlled at the individual neurons or at the spine level and the planned behavior, which happens

more at the cerebral cortex level, and dedicate a speci�c subsystem to reactive behavior.

3.4.3 Persistence of Identity and State

During its lifetime an agent maintains its identity, collects and keeps some perceptions as part of

its state, and remembers the state.

The persistency models employed by agents depend on the implementation language. Prolog-

based agents store their state in a knowledge-base as regular Prolog statements equivalent to clauses

in a Horn logic. Lisp or Scheme-based agents also store the code and data in identical format. This

strategy facilitates agent checkpointing and restarting.

It is more diÆcult to achieve persistency in compiled procedural or object-oriented languages

such as C or C++, or partially compiled languages such as Java. A �rst step towards persistency

is the ability to conveniently store internal data structures in an external format, a process called

serialization.

Most object-oriented libraries, such as Microsoft Foundation Classes, Qt Libraries for C++,

or the Java class libraries o�er extensive support for serialization. Technically, serialization poses

diÆcult questions, for example, the translation of object references from the persistent format to

the internal format, the so-called swizzling; this can lead to a major performance bottleneck for

complex data structures.

Serialization, however, is only one facet of persistency, the programmer must still identify the

data structures to be serialized. Orthogonal persistency, the ability to store the current state of the

entire computation to persistent storage, is a more advanced model of persistency.

A disadvantage of most persistency approaches is that they either require extensions to the

languages, or they involve a postprocessing of the object code. For example, PJama, a persistent

version of Java, uses a modi�ed Java Virtual Machine, while the ObjectStore PSE of eXcelon

corporation uses a postprocessing of the Java class �les, adding persistency code after the Java

compilation step. These approaches make the systems dependent on proprietary code without

guaranteed support in the future, which is considered a disadvantage by many developers.

3.4.4 Autonomy

Autonomy gives an agent a proactive behavior and the ability to work toward a goal. Autonomy

of agents can be perceived either in a weak sense, meaning \not under the immediate control of a

human" to distinguish an agent from interactive programs, or in a strong sense meaning that \an

agent is autonomous to the extent that its behavior is determined by its own experience."

Autonomy is closely related to goal-directed behavior. The agent needs a goal that describes

desirable situations. The goal, together with the information about the current state of the world,

determines the actions of agents.

Choosing actions that achieve the goal is the most diÆcult problem for a goal-directed agent.

When a single action can achieve the goal, the problem can be addressed by a reactive agent.

However, in many instances a number of actions should be taken to reach the goal and in such

cases the agent should have planning abilities.

For the dynamic case, where the agent has to adapt its actions to a changing environment, more

elaborate models are needed. The belief-desire-intention (BDI) model addresses this problem [158].
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A BDI agent keeps its knowledge about the world in a set of logical statements called beliefs. The

set of beliefs can be updated, or extended during the lifetime of the agent.

The goal of a BDI agent is captured in the set of statements called the desires of the agent.

Desires are a high-level expression of the goal, and they can not be translated into immediately

executable actions. Based on its desires and beliefs, the BDI agent generates a set of intentions

that are immediately translatable into actions. The active component of the agent simply selects

one from the current intentions, and executes it as an action.

3.4.5 Inferential Ability

Software agents act on abstract task speci�cations using prior knowledge of general goals and

methods. The inferential ability of agents is reduced to the problem of knowledge manipulation; it

is required that the agent has a knowledge of its goals, itself, the user, the world, including other

agents.

The nature of the problem is greatly inuenced by the choice made for knowledge representa-

tion. A fair number of choices are possible: knowledge representation based on logical statements;

probabilistic and fuzzy logic; neural networks; and metaobjects.

3.4.6 Mobility, Adaptability, and Knowledge-Level Communication Ability

The relative merits of agent mobility is a controversial subject. An argument in favor of mobile

agents is performance; it is more eÆcient to move a relatively small segment of code and state than

a large data set. Moreover, a mobile agent can be customized to �t the local needs.

The Telescript system, developed in 1994 at General Magic, is the prototype for strong agent

mobility. In this system the mobility is provided by an object-oriented programming language

called Telescript, executed by a platform-independent engine. This engine supports persistent

agents, every bit of information is stored in nonvolatile memory at every instruction boundary.

This approach guarantees recovery from system crashes, and allows a Telescript program to be

safely migrated at any time.

Adaptivity: ability to learn and improve with experience.

Knowledge-level communication ability: agents have the ability to communicate with persons and

other agents using languages resembling humanlike \speech acts" rather than typical symbol-level

program-to-program protocols.

3.5 Internet Agents

Applications of agents to the Internet and to information grids are topics of considerable interest [27,

144, 168]. Why are software agents considered the new frontier in distributed system development?

What do we expect from them? The answer to these questions is that software agents have unique

abilities to:

(i) Support intelligent resource management. Peer agents can negotiate access to resources and

request services based upon user intentions rather than speci�c implementations.

(ii) Support intelligent user interfaces. We expect agents to be capable of composing basic actions

into higher level ones, to be able of handling large search spaces, to schedule actions for future points

in time, to support abstractions and delegations. Some of the limitations of direct manipulation

interfaces, namely, diÆculties in handling large search spaces, rigidity, and the lack of improvement

of behavior, extend to most other facets of traditional approaches to interoperability.
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(iii) Filter large amounts of information. Agents can be instructed at the level of goals and strategies

to �nd solutions to unforeseen situations, and they can use learning algorithms to improve their

behavior.

(iv) Adjust to the actual environment, they are network aware.

(v) Move to the site when they are needed and thus reduce communication costs and improve

performance.

Once mobile agents are included in the system, new coordination models need to be developed.

A simple-minded approach is to extend direct communication models of interagent interactions

by tracking the movement of an agent. This is certainly expensive and does not scale very well.

One may be able to interpose communication middleware but this approach is not scalable and

does not provide the abstractions and metaphors required by more sophisticated interactions. In

a meeting-oriented coordination model interactions are forced to occur in the context of special

meeting points possibly implemented as agents, yet, the interacting agents need a priori knowledge

of the identity of the special agents and their location.

Blackboard-based architectures allow agents to interact without knowing who the partners are

and where they are located. This approach is better suited to support mobility, unpredictibility,

and agent security. Since all transactions occur within the framework of a blackboard, it is easier

to enforce security by monitoring the blackboard.

3.6 Agent Communication

To accomplish the complex coordinations tasks they are faced with, Internet agents are required

to share knowledge. In turn, knowledge sharing requires the agents in a federation or groups of

unrelated agents to communicate among themselves.

Knowledge sharing alone does not guarantee e�ective coordination abilities, it is only a necessary

but not a suÆcient condition for a federation of agents to coordinate their activities. Agents use

inference, learning, and planning skills to take advantage of the knowledge they acquire while

interacting with other agents.

The implementation languages and the domain assumptions of individual agents that need to

coordinate their actions may be di�erent. Yet, an agent needs to understand expressions provided

by another agent in its own native language [127].

Agent communication involves sharing the meaning of propositions and of propositional atti-

tudes. Sharing the meaning of propositions requires syntactic translation between languages and,

at the same time, the assurance that a concept preserves its meaning across agents even if it is

called di�erently. Ontologies provide taxonomies of terms, their de�nitions, and the axioms relating

the terms used by di�erent agents.

The propositional attitude aspect of agent communication implies that we are concerned with

a more abstract form of communication between agents, above the level of bits, messages, or

arguments of a remote method invocation. Agents communicate attitudes, they inform other

agents, request to �nd agents who can assist them to monitor other entities in the environment,

and so on.

3.6.1 Agent Communication Languages

Agent communication languages (ACLs) provide the practical mechanisms for knowledge sharing.

An agent communication language should have several attributes [146]. It should:
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� be declarative, syntactically simple, and readable by humans,

� consist of a communication language, to express communicative acts, and a contents language,

to express facts about the domain,

� have unambiguous semantics and be grounded in theory,

� lend itself to eÆcient implementation able to exploit modern networking facilities,

� support reliable and secure communications among agents.

The knowledge query and manipulation language (KQML), [125, 126] was the �rst ACL; more

recently, the Foundation for Intelligent Physical Agents (FIPA) has proposed a new language, the

FIPA ACL [184, 185]. Both are languages of propositional attitude.

ACL
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Conversations

PlanningInference Learning
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Transport
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Figure 44: An abstract model of agent coordination and the interactions between the agents in a

federation. This model reects communication, representation, and higher level agent activities.

The low-level communication between agents uses some transport mechanism; ACLs communicate

attitudes and require the agents to share ontologies to guarantee that a concept from one agent's

knowledge base preserves its meaning across the entire federation of agents; inference, learning, and

planning lead to the intelligent agent behavior required by complex coordination tasks.

Figure 44 illustrates the relationship between communication, representation, and the compo-

nents related to inference, learning, and planning invoked by an agent coordinating its activity with

other agents of a federation. The low-level communication between agents is based on a transport

mechanism. ACLs communicate attitudes.

The representation component consists of ontologies and knowledge bases. The agents share

ontologies to guarantee that a concept from one agent's knowledge base preserves its meaning

across the entire federation of agents. Inference, learning, and planning lead to the intelligent agent

behavior required by complex coordination tasks.

An ACL de�nes the types of messages exchanged among agents and the meaning of them. But

agents typically carry out conversations and exchange several messages.
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3.6.2 Speech Acts and Agent Communication Language Primitives

Speech acts is an area of linguistics devoted to the analysis of human communication. Speech act

theory categorizes human utterances into categories depending upon:

(i) the intent of the speaker, the so-called illocutionary aspect,

(ii) the e�ect on the listener, the so-called perlocutionary aspect, and

(iii) the physical manifestations.

Since speech acts are human knowledge-level communication protocols, some argue that they

are appropriate as programming language primitives [147], and in particular to construct agent

communication protocols.

ACL primitives are selected from the roughly 4600 known speech acts grouped in several cat-

egories: representatives, directives, commissives, expressives, declarations, verdicatives. There is

a division of labor between ACLs and the agent infrastructure to ensure that agents are ethical

and trustworthy, and therefore the perlocutionary behavior of a speech act on the hearing agent is

predictable.

3.6.3 Knowledge Query and Manipulation Language

The Knowledge Query and Manipulation Language (KQML) is perhaps the most widely used agent

communication language, [125, 126]. KQML is a product of the DARPA Knowledge Sharing E�ort

(KSE). This e�ort resulted also in a content language called Knowledge Interchange Format (KIF)

[130]. KIF is based on the �rst-order logic and the set theory and an ontology speci�cation language

called Ontolingua [134].

KQML envisions a community of agents, each owning and managing a virtual knowledge beliefs

database (VKB) that represents its model of the world. KQML does not impose any restrictions

regarding the content language used to represent the model; the contents language could be KIF,

RDF, SL or some other language.

The goal is to provide knowledge transportation protocol for information expressed in the content

language using some ontology that the sending agent can point to and the receiving agent can

access. Agents then query and manipulate the contents of each others VKBs, using KQML as the

communication and transport language. KQML allows changes to an agent's VKB by another agent

as part of its language primitives.

The KQML speci�cation de�nes the syntax and the semantics for a collection of messages or

performatives that collectively de�ne the language in which agents communicate.

KQML is built around a number of performatives or instructions designed to achieve tasks at three

conceptual layers: content, message, communication. There is a core set of reserved performatives.

This set has been extended for di�erent applications [20].

The performatives can be divided into several categories. The most important ones are:

(i) Queries - send questions for evaluation,

(ii) Responses - reply to queries and requests,

(iii) Informational - transfer information,

(iv) Generative - control and initiate message exchange,

(v) Capability - learn the capabilities of other agents and announce own capabilities to the com-

munity,

(vi) Networking - pass directives to underlying communication layers.
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Figure 45: KQML performatives are used for direct communication between two agents, or between

agents and a mediator. (a) Agent X requests information from agent Y using the ask() performative;

agent Y replays with the tell() performative. (b) Agent X monitors events cause by Y using the

subscribe() performative; Y uses tell() to inform the mediator agent when an event occurs;

�nally, the mediator passes the information to X. (c) Agent Y uses the advertise() performative

to inform a middle agent about its existence and the functions it is capable of providing; agent X

requests the middle agent to recommend one of the agents it is aware of; the middle agent uses

the reply() performative to recommend X. Then X and Y communicate directly with one another.

(d) Agent X uses the broker() performative to locate a partner Y.

Agents can communicate directly with one another when they are aware of each other's presence

or they may use an intermediary to locate an agent, to request to be informed about changes in

the environment or about any type of event.

Figure 45(a) illustrates direct communication between agents X and Y. Agent X requests infor-

mation from agent Y using the ask() performative; agent Y replays with the tell() performative.

Figure 45(b) shows the case when an intermediate agent dispatches events caused by a group

of agents to one or more subscriber agents. Agent X monitors events caused by Y using the

subscribe() performative; Y uses tell() to inform the mediator agent when an event occurs;

�nally, the mediator passes the information to X.

Figure 45(c) illustrates the recommendation process involving, a client, several potential servers,

and a middle agent. Agent Y uses the advertise() performative to inform a middle agent about

its existence and the functions it is capable of providing; agent X requests the middle agent to

recommend one of the agents it is aware of; the middle agent uses the reply() performative to

recommend X. Then X and Y communicate directly with one another.

Figure 45(d) illustrates the brokerage function; agent X uses the broker() performative to locate

a partner Y.
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3.6.4 FIPA Agent Communication Language

Like KQML, FIPA-ACL maintains orthogonality with the content language and is designed to work

with any content language and any ontology. Beyond the commonalty of goals and the syntax

similarity, there are a number of signi�cant di�erences between FIPA-ACL and KQML:

(i) In the FIPA-ACL semantic model, agents are not allowed to directly manipulate another agent's

VKB. Therefore KQML performatives such as insert,uninsert,delete-one, delete-all, undelete are not

meaningful.

(ii) FIPA-ACL limits itself to primitives that are used in communications between agent pairs. The

FIPA architecture has an agent management system (AMS) speci�cation that speci�es services

that manage agent communities. The AMS eliminates the need for register/unregister, recom-

mend,recruit,broker and (un)advertise primitives in the ACL.

3.7 Software Engineering Challenges for Agents

Process-oriented
development

Entity-oriented
development

Object-oriented
development

Agent-oriented
development

Figure 46: Software development methods seen as a logical progression.

Imperative programming languages such as C are best suited for a process-oriented approach;

descriptive languages such as SQL support entity-oriented style; object-oriented languages such as

Smalltalk or C++ are designed for object-oriented programing. Languages such as Java seem best

suited for agent-oriented programming [164], see Figure 46.

Di�erent programming paradigms are associated with di�erent levels of object granularity: low-

level programming to binary data types, such as octal and hexadecimal; programming in high-level

languages to basic data types such as oating point, integer, and character as well as structured

data types such as sets, queues, lists, and trees; object-oriented programming with even more

structured objects such as widgets and windows; agents with objects representing complex entities.

The methodology proposed in [176] sees an agent as a relatively coarse grain entity, roughly

equivalent with a Unix process; it also assumes that the agents are heterogeneous, may be imple-

mented in di�erent programming languages. The methodology is designed for systems composed

of a relatively small number of agents, less then 100, and it is not intended to design systems

where there is a real conict between the goals of the agents. The methodology considers an agent

system as an arti�cial society or organization, and applies principles of organizational design. A

key concept in this process is the idea of a role. As in a real organization, a role is not linked to
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an agent. Multiple agents can have the same role, e.g., salesperson, or an agent can have multiple

roles.

The methodology divides the agent building process into analysis and design phases. During

the analysis phase one prepares the organizational model of the agent system consisting of the role

model and the interaction model. First, the key roles of the system must be identi�ed, together with

the associated permissions and responsabilities. Second, the interactions, dependencies, and rela-

tionships between di�erent roles are determined. This step consists of a set of protocol de�nitions,

one for each type of inter-role interaction.

The goal of the design step is to transform the analysis models into a suÆciently low level of

abstraction, such that traditional design techniques such as object-oriented design can be used for

implementation. The design process requires three models:

� The agent model identi�es the agent types to be used in the system, and the agent instances

to be instantiated.

� The services model identi�es the main service types associated with each agent type.

� The acquintance model de�nes the communication links between agent types.
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